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Abstract

This research explores the analysis of time series in financial markets and aims to expand the range

of forecasting models and methods available to businesses, providing a comprehensive perspective on

emerging alternatives. The goal is to equip companies with the knowledge necessary to explore and

adopt the most suitable and innovative solutions for their specific needs.

1 Introduction

Forecasting is a fundamental aspect of data science that supports numerous business activities within

financial markets in today’s dynamic environment. However, analyzing financial time series data presents

unique challenges due to its non-stationary nature, high volatility, and sensitivity to external factors

like economic indicators. In a globally interconnected and competitive world, having models that can

understand financial data and capture complex patterns is crucial, as it provides significant advantages

such as enhanced investment strategies, improved risk assessment, and optimized trading decisions. It is

essential to find those models that can identify complex non-linear patterns, enabling financial institutions

to make informed decisions regarding asset allocation, effectively manage portfolio risks, and identify

profitable investment opportunities, resulting in increased returns and a competitive advantage.

The central question of this research is: Which models provide the best forecasting accuracy in

financial markets?. To address this question, it is essential to explore a variety of forecasting models

and develop robust analytical strategies. However, identifying the most accurate model presents several

challenges. As the complexity of machine learning methods continues to increase, there is a corresponding

demand for efficient automatic hyperparameter tuning frameworks. Each forecasting model includes a

unique set of hyperparameters, and determining the optimal combination of these parameters is crucial

for achieving the best results. This is where Optuna [1] plays a crucial role in this research. Optuna is

an innovative hyperparameter optimization framework designed to facilitate efficient tuning of machine

learning models. In the following sections, we will explore how Optuna works and its framework code.

Additionally, the speed of forecasting is essential for companies. Rapid predictions allow organizations

to make timely decisions, adapt quickly to market changes, and take advantage of new opportunities.

Companies that can generate forecasts quickly are better equipped to manage risks and allocate resources

effectively. Hence, the second question of this research is: Which model provides the fastest computational

speed for generating forecasts?

To build a solid foundation for our analysis, we will begin by examining a traditional statistical

approaches, starting with the ARIMA (Autoregressive integrated moving average) model [2]. From

there, we will progress to the Prophet model [3], which allows for flexible decomposition of time series

to better capture trends and seasonality. After that, we will move on to the most recent deep learning

models available today. In this context, we will examine PatchTST [4], a model based on Transformer

architecture [5], TiDE [6], which is based on Encoder-Decoder architecture [7], and Chronos [8], which

employs pretrained time series forecasting models based on Large Language Model (LLM) [9].

It is important to note that numerous previous research have addressed the challenge of forecasting,
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highlighting the significant progress achieved with the use of deep learning models. For instance, De

Saa and Ranathunga (2020) [10] compared the traditional ARIMA model with deep learning techniques

for temperature forecasting, demonstrating that deep learning models outperformed ARIMA in terms of

accuracy. Similarly, Menculini et al. (2021) [11] investigated the forecasting of wholesale food prices,

finding that a combination of Convolutional Neural Networks (CNNs) and Long Short-Term Memory

(LSTM) networks yielded the best overall accuracy compared to ARIMA and Prophet models. Further-

more, Panagopoulos et al. (2023) [12] emphasize that while classical statistical methods remain relevant

for time series forecasting, recent advancements in deep learning have introduced various models and

combinations that offer promising results. However, upon reviewing the existing literature, it becomes

evident that there is limited research specifically focused on forecasting for financial time series. Many

research examine time series data on weather, electricity, and traffic to test these models, showing that

there is a need for more research in financial forecasting. For this reason, our research aims to enhance

forecasting methods specifically for financial time series.

Lastly, it is crucial to emphasize that this research will not focus on model development. Therefore,

we will not delve into technical specifics but instead provide an overview of the fundamental concepts

behind each model1. Remember, our primary objective is to test and compare various models to evaluate

their performance, gaining valuable insights into their effectiveness in forecasting financial markets.

2 Theoretical Models Background

As we have just explained, this section will provide a high-level overview of the foundational concepts

behind our theoretical framework, focusing on the essential ideas without going into detailed explanations.

2.1 AutoRegressive Integrated Moving Average Model (ARIMA)

The ARIMA model is a popular statistical method for forecasting time series data [2]. This model

assumes that the series is stationary, meaning that its mean and variance do not change over time. The

fundamental equation of the model is:

Xt = AR(Xt−1, Xt−2, . . . , Xt−p) +MA(εt−1, εt−2, . . . , εt−q) + εt , (1)

where:

- AR (AutoRegressive) captures the relationship between an observation and a number of lagged

observations (previous values).

- MA (Moving Average) captures the relationship between an observation and a residual error

from a moving average model applied to lagged observations.

- Error (ϵt) represents the noise or variability in the data that cannot be explained by the other

components. It is assumed to be independent and normally distributed, with a mean of zero and

constant variance.
1For further details, we encourage consulting the citations provided.
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2.2 Prophet Model

Prophet is an open-source forecasting tool created by Meta in 2017 [3]. It is specifically designed for

time series analysis and utilizes an additive model that automatically incorporates trends and seasonal

patterns. The model decomposes time series data into three primary components: trend, seasonality, and

holidays. The fundamental equation of the model is:

y(t) = g(t) + s(t) + h(t) + ϵt , (2)

where:

- Trend g(t) captures the long-term progression of the time series. It can be linear or logarithmic

and allows for incorporating changepoints to model abrupt shifts. There are two main models: a

saturating logistic growth model and a piecewise linear model. These models adjust the growth

rate based on historical events, either specified by the analyst or selected automatically.

- Seasonality s(t) captures repeating patterns that occur at different intervals, such as annual,

weekly, or daily cycles. Fourier series are used to represent periodic effects, allowing the capture of

complex seasonal patterns like those related to human behavior in business activities.

- Holidays h(t) accounts for the effects of specific holidays that may influence the time series.

Customizable lists of holidays, both global and country-specific, are incorporated. This component

can also model the days surrounding a holiday to capture broader effects, such as long weekends.

- Error ϵt represents the noise or variability in the data that cannot be explained by the other

components. It is assumed to follow a normal distribution.

2.3 Deep Learning Models

This section reviews the deep learning models used in this research, which are specifically designed

to capture complex non-linear patterns in financial data and provide valuable insights into time series

performance. While the literature offers a broad range of deep learning models [13], we will concentrate

on three of the most prominent: TiDE, PatchTST, and Chronos, which have gained significant popularity

in the field.

2.3.1 TiDE: Time-series Dense Encoder

TiDE is an encoder-decoder model based on a Multi-layer Perceptron (MLP) [6], and as we can observe,

it is structured around three fundamental components: encoder, decoder and multi-layer perceptron. One

the one hand, the encoder component processes the input data layer by layer to identify relevant features

and capture essential relationships within the data, transforming it into a informative representation. On

the other hand, the decoder uses this encoded representation to produce the output. In other words,

the decoder reconstructs the summarized information layer by layer into a meaningful prediction. Lastly,
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multi-layer perceptron facilitates the interactions between the encoder and decoder, enabling the model

to learn how to associate input data with output predictions.

2.3.2 PatchTST: Patch Time Series Transformer

PatchTST is a transformer model that is structured around two fundamental components: the use of

patches and channel independence [4]. On the one hand, the patches divide the time series into smaller

subseries, thereby enabling the model to capture local information more effectively within each segment.

On the other hand, channel independence ensures that each channel, representing a univariate time series,

is processed independently. Nevertheless, instead of assigning a distinct set of weights to each channel,

the model employs a single set of shared weights across all channels.

2.3.3 Chronos: Pretrained Probabilistic Time Series Models

Chronos [8] is based on pre-trained language models that have been previously trained on large volumes

of text and utilizes a transformer architecture2. These models, originally designed for natural language

processing, are now being adapted for time series forecasting. The motivation behind using these models

lies in the fact that large language models (LLMs) predict the next word in a text based on its context.

Similarly, in forecasting, the goal is to predict the next number in a time series given its historical context.

To process time series data, Chronos employs tokenization, which converts numerical values into

discrete units (tokens), much like words in a text. This process allows the model to interpret the data in

a manner similar to text, making it easier for the model to learn patterns. After tokenization, Chronos

applies scaling techniques to adjust the values to a specific range and uses quantization, which rounds

the values to certain levels. Once the model has learned from the data, it performs destokenization,

which converts the predicted tokens back into numerical values. This process allows Chronos to generate

accurate future values for the time series. As a result of using pre-trained models, Chronos does not

require a large historical dataset to generate accurate predictions. This is because the model has already

learned valuable representations from vast amounts of textual data, allowing it to generalize well to time

series forecasting with relatively smaller datasets.

2.4 Optuna: Hyperparameter Optimization

Optuna is an optimization algorithm that helps you automatically find the best parameters for your

model [1]. These parameters, known as hyperparameters, control how the model learns, and adjusting

them manually can be challenging, especially because there may be many possible values to explore.

Firstly, Optuna works by defining an objective function, which evaluates how effective the selected hy-

perparameters are. The goal is to optimize the result of this function, either by minimizing error or

maximizing accuracy. In our case, the objective function used is to minimize the SMAPE (Symmetric

Mean Absolute Percentage Error), which serves as the main metric to evaluate each trial’s performance.

Throughout the optimization process, Optuna suggests different hyperparameter values and conducts a

series of trials, measuring the performance of each one. Subsequently, it recommends new values based on

2The datasets used in Chronos are available at https://huggingface.co/datasets/autogluon/chronos_datasets
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the outcomes of the previous trials, with the aim of improving the results in each iteration. Additionally,

if Optuna detects during a trial that the current results are not promising, it can stop the trial early to

save time and resources.

3 Experiments

In this section, we will observe the different results obtained for each model. Consequently, we will

examine the performance of all the models proposed in this research. For those interested in exploring

the code implementations in more detail, you can access it through my GitHub repository

3.1 Datasets

For this research, we have selected the most technologically advanced and relevant companies from the

NASDAQ 100 index. We used the Yahoo Finance API3 to extract the adjusted closing price of the

time series data for Apple (AAPL), Microsoft (MSFT), Alphabet (GOOGL), Amazon (AMZN), Nvidia

(NVDA), Meta Platforms (META), IBM, and Bitcoin (BTC-USD). Additionally, Bitcoin has been in-

cluded to explore how the chosen models perform with highly volatile assets. The data covers the period

from January 1, 2000, to the present day.

Models will be compared using daily, weekly, and monthly frequencies to provide a comprehensive

evaluation of their performance. The justification for using these frequencies is that daily and weekly

frequencies are effective for capturing short-term fluctuations and identifying immediate market move-

ments, while monthly frequency facilitates the analysis of long-term trends and helps to understand

cyclical effects. As a result, the forecasting horizon for this analysis includes various forecasting intervals,

specifically 1 day, 1 week, 1 month, 90 days, 12 weeks, 3 months, 180 days, 24 weeks, and 6 months.

It is important to note that during this research, we encountered computational resource limitations.

We worked with an Intel Core i5 processor, which was insufficient for executing the deep learning code

that required GPU support. As a result, we ran the code using Google Colab, which provided access

to a T4 GPU. However, the costs associated with Google Colab’s usage were considerable, making it

an expensive solution for conducting extensive experiments. These requirements for a more powerful

computational setup affected the decision to limit the analysis to a smaller number of time series instead

of expanding it to a larger dataset.

3.2 Time Series Data: Financial and Statistical Analysis

This analysis will help us understand the behavior of the historical data in our dataset, which is crucial

for the effective development of our models. As shown in Figures (1-8), financial time series have several

key characteristics, which could influence their behavior and impact forecasting accuracy.

Firstly, long-term trends are significant in financial assets. For instance, the sustained growth in stock

prices for Apple (AAPL), Microsoft (MSFT), Amazon (AMZN), Nvidia (NVDA), Meta (META), Google

(GOOGL), IBM, and Bitcoin (BTC-USD) has been driven by constant innovation and technological

3The datasets used in this research are available at https://finance.yahoo.com
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advancements.4. In addition, seasonality is often present in these series, characterized by recurring

patterns. A notable example is the performance increases of Amazon (AMZN) during holiday seasons.

Moreover, random factors represent unpredictable, irregular components within the series, such as market

shocks, noise, and fluctuations that can significantly impact asset prices. These random components

include noise from unexpected market changes, shocks due to sudden economic events, and irregular

fluctuations that complicate accurate predictions. For instance, in 2022, all asset values fell significantly as

central banks implemented restrictive monetary policies to combat high inflation, significantly increasing

interest rates. For companies, this translated into higher borrowing costs, limiting their ability to invest

and expand, while also affecting investor confidence, which led to reduced market activity and falling

stock prices. Furthermore, the non-stationarity of these time series is evident in the changing mean

and variance over time. Additionally, financial time series are characterized by volatility, nonlinearity,

heteroscedasticity, and autocorrelation, all of which present substantial challenges for accurate modeling

and forecasting. Lastly, it is important to emphasize that international conflicts directly impact financial

assets, often leading to higher market volatility. For instance, as we can observe in Figure (7), IBM’s stock

prices were significantly affected during the 2008 credit crisis, with declines driven by limited liquidity

and reduced market confidence. Similarly, the high volatility observed across all assets in 2024 is partly

resulting from ongoing geopolitical tensions, including the conflicts between Ukraine and Russia, as well

as Israel and Palestine5.

Figure 1: AAPL Figure 2: MSFT Figure 3: GOOGL

Figure 4: AMZN Figure 5: NVDA Figure 6: META

Figure 7: IBM Figure 8: BTC-USD

4For those interested in these area, we recommend exploring the Solow-Swan growth model, which emphasizes the role
of technology in driving economic growth.

5If the reader is interested, we recommend the following papers on financial characteristics [14–17]
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3.3 Evaluation Metrics

In the following analysis, we consider a dataset of N time series {xi = [xi,1, . . . , xi,C+H ]}Ni=1, where each

series spans a context length C and a prediction horizon H. Our objective is to evaluate the accuracy

of predictions for xi,C+1:C+H , for all i ∈ {1, . . . , N}. For this purpose, we will utilize several common

evaluation metrics:

Mean Absolute Error (MAE): MAEmeasures the average magnitude of errors in a set of predictions,

without considering their direction. It is calculated as:

MAE =
1

N

N∑
i=1

1

H

H∑
h=1

|x̂i,h − xi,C+h| (3)

where x̂i,h is the predicted value and xi,C+h is the actual value at time step C + h. It is useful

when you want to understand the average error without penalizing large deviations more heavily. It is

ideal when the scale of errors is important, and you need a straightforward interpretation of accuracy.

However, it does not account for the magnitude of errors relative to the actual values.

Mean Squared Error (MSE): MSE evaluates the average squared differences between predicted and

actual values, penalizing larger errors more heavily compared to MAE. It is calculated as:

MSE =
1

N

N∑
i=1

1

H

H∑
h=1

(x̂i,h − xi,C+h)
2

(4)

It is particularly useful when large errors are disproportionately more significant and need to be

penalized more. MSE is preferred when you want to emphasize larger deviations and the prediction

errors are expected to be normally distributed. However, it is sensitive to outliers due to squaring the

errors.

Root Mean Squared Error (RMSE): RMSE is the square root of MSE, providing a measure of the

average magnitude of forecast errors, expressed in the same units as the target variable. It is calculated

as:

RMSE =

√√√√ 1

N

N∑
i=1

1

H

H∑
h=1

(x̂i,h − xi,C+h)
2

(5)

It is suitable when you need to understand the average magnitude of forecast errors in the context of

the actual values. RMSE is especially useful when the scale of errors needs to be comparable to the scale

of the data.

Mean Absolute Percentage Error (MAPE): MAPE expresses the prediction error as a percentage

of the actual values, useful for understanding relative error. It is calculated as:

MAPE =
1

N

N∑
i=1

1

H

H∑
h=1

∣∣∣∣ x̂i,h − xi,C+h

xi,C+h

∣∣∣∣× 100 (6)
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It is optimal when you need to assess performance relative to the magnitude of the values being

predicted, and when the scale of the data varies. However, MAPE can be problematic if actual values

are close to zero, as it can result in very high or undefined percentage errors.

Symmetric Mean Absolute Percentage Error (SMAPE): SMAPE adjusts MAPE to address its

limitation of being undefined when actual values are zero and to avoid excessively large percentage errors.

It is calculated as:

SMAPE =
1

N

N∑
i=1

1

H

H∑
h=1

|x̂i,h − xi,C+h|
|x̂i,h|+ |xi,C+h|

× 100 (7)

It is beneficial when you want to avoid the skewing effect of MAPE caused by very small actual

values. SMAPE provides a balanced view of forecast accuracy across different magnitudes of data and

is particularly useful when the range of values varies significantly. It is important to remember that, in

this research, SMAPE will be used as the loss function for the models and as the objective function in

the Optuna optimization process.

3.4 Main Results

In this section, we will present all the results obtained from our models, organized in tables and followed

by brief summaries commenting on the key points of each table. The performance of each model is

evaluated based on several metrics, including: SMAPE, MAPE, MAE, MSE and RMSE. The best values

for each metric are highlighted in bold for clarity, facilitating easier comparison for the reader. In our

case, our main metric for evaluation is the SMAPE. The reason for using SMAPE is that it provides

a more balanced assessment of forecasting model accuracy, as it normalizes errors in relation to actual

values, which facilitating interpretation and reducing the influence of outliers.

For a visual overview of all forecasting results, please refer to Appendix B. Furthermore, for those

interested in exploring the code implementations in more detail, you can access it through the following

GitHub repository.

3.4.1 ARIMA Results

Table 1: Evaluation Metrics for ARIMA Model (Daily Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 1 Day 0.99 1.00 2.23 10.08 3.17
MSFT 1 Day 0.77 0.77 3.20 15.25 3.91
GOOGL 1 Day 0.82 0.83 1.37 4.26 2.06
AMZN 1 Day 1.47 1.48 2.70 10.68 3.27
NVDA 1 Day 1.99 1.98 2.42 8.12 2.85
META 1 Day 0.99 0.99 5.81 38.51 6.21
IBM 1 Day 0.63 0.62 1.40 3.39 1.84
BTC-USD 1 Day 0.98 0.97 604.87 543954.10 737.53
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The results in Table 1 demonstrate that the ARIMA model performs exceptionally well for daily data

with a 1-day forecasting horizon. These assets exhibit very low error metrics such as SMAPE, indicating

that the ARIMA model can capture short-term price movements with high accuracy. Specifically, IBM

achieves the best performance across all metrics, suggesting that ARIMA is particularly well-suited for

forecasting stable, less volatile assets in the short term. For other assets like AAPL, AMZN, and META,

ARIMA still delivers strong results, with relatively low prediction errors, confirming that the model is

effective for a broad range of assets in the short-term. Even for more volatile stocks like NVDA, ARIMA

manages to provide reasonably accurate predictions, though the error values are slightly higher compared

to more stable assets. This indicates that ARIMA can handle moderately volatile assets effectively.

From a financial and economic standpoint, ARIMA is an effective tool for forecasting short-term price

movements in stable and volatile assets, offering valuable insights for investors looking to make informed

decisions.

Table 2: Evaluation Metrics for ARIMA Model (Daily Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 90 Days 8.50 8.21 15.23 341.50 18.48
MSFT 90 Days 5.08 4.92 16.81 457.07 21.38
GOOGL 90 Days 7.69 7.39 9.82 150.88 12.28
AMZN 90 Days 10.60 9.94 13.99 284.17 16.86
NVDA 90 Days 21.84 18.75 10.59 198.19 14.08
META 90 Days 10.30 11.06 32.75 2056.29 45.35
IBM 90 Days 8.87 8.56 13.57 298.68 17.28
BTC-USD 90 Days 16.78 15.10 7466.15 102397600.00 10119.17

In Table 2, we observe the ARIMA model’s performance over a 90-day forecasting horizon. From a

forecasting perspective, the ARIMA model demonstrates varying levels of accuracy when applied to daily

data over a 90-day horizon. For more stable assets such as MSFT, AAPL and IBM, ARIMA performs

relatively well, with lower error metrics like SMAPE, indicating that the model can effectively capture

short-term trends for these assets. This suggests that ARIMA is a reliable tool for forecasting price

movements in stable markets where fluctuations are less drastic. For more volatile assets like NVDA,

META, and BTC-USD, ARIMA’s performance declines, as indicated by higher error metrics. These

results confirm that ARIMA may struggle in volatile markets, where rapid and significant changes in

asset prices can occur. ARIMA can be a useful tool for investors looking to predict the behavior of stable

assets over short to medium horizons, such as in the case of MSFT, AAPL, IBM and GOOGL. The

relatively low forecasting errors in these cases suggest that ARIMA could assist in making well-informed

investment decisions. However, for high-risk assets such as NVDA, META, and BTC-USD, investors

might need to supplement ARIMA with more advanced models that account for higher volatility and

market fluctuations to ensure better accuracy and risk management.
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Table 3: Evaluation Metrics for ARIMA Model (Daily Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 180 Days 10.18 10.70 16.92 427.54 20.68
MSFT 180 Days 12.52 13.05 37.85 2161.06 46.49
GOOGL 180 Days 17.26 17.07 21.29 583.56 24.16
AMZN 180 Days 20.75 23.10 28.95 1232.65 35.11
NVDA 180 Days 38.31 35.67 15.70 542.74 23.30
META 180 Days 21.39 24.15 55.63 5705.75 75.54
IBM 180 Days 10.96 10.20 14.38 330.72 18.19
BTC-USD 180 Days 22.53 20.28 7833.62 155317360.00 12462.64

The evaluation of the ARIMA model, as shown in Table 3, reveals some valuable insights into its

effectiveness across different types of assets. From a forecasting perspective, ARIMA demonstrates rela-

tively strong predictive ability for more stable and predictable stocks, such as AAPL and IBM, showing

low error metrics. These stocks exhibit relatively low values for error metrics, suggesting that the model

can effectively capture long-term price movements. However, ARIMA faces challenges when forecasting

more volatile assets like NVDA, META, and BTC-USD, where error metrics are notably higher. These

higher error rates are expected, given the rapid and unpredictable price fluctuations in these assets,

which ARIMA, a model based on linear relationships, finds difficult to capture over a 180-day period.

From a financial and economic perspective, ARIMA proves useful for investors focusing on stable assets

like AAPL and IBM, as it offers reliable predictions with relatively low errors, which can help with in-

formed decision-making in long-term investments. However, for high-risk assets like NVDA, META, and

BTC-USD, ARIMA may not provide sufficiently accurate forecasts, especially when market dynamics are

influenced by sudden price movements or external factors. In these cases, investors may need to explore

more complex or adaptive forecasting models that can better capture volatility and market shocks.

Table 4: Evaluation Metrics for ARIMA Model (Weekly Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 1 Week 0.75 0.75 1.71 4.12 2.03
MSFT 1 Week 1.02 1.03 4.32 23.26 4.82
GOOGL 1 Week 2.06 2.04 3.31 14.37 3.79
AMZN 1 Week 1.13 1.14 2.11 7.13 2.67
NVDA 1 Week 2.78 2.76 3.40 12.47 3.53
META 1 Week 2.73 2.65 15.20 472.12 21.73
IBM 1 Week 0.51 0.51 1.15 1.64 1.28
BTC-USD 1 Week 2.98 3.00 1866.59 5316275.00 2305.71

In Table 4, we observe the ARIMA model’s performance over a 1-week forecasting horizon. The results

indicate that the ARIMA model performs very well with a 1-week horizon, where prediction errors are

quite low. These results demonstrate that ARIMA can effectively forecast short-term price movements for

assets with predictable and stable behavior, as well as for volatile assets. From a financial and economic

perspective, even for volatile assets like META, NVDA, and BTC-USD, ARIMA yields relatively good

results, capturing short-term trends. This suggests that while ARIMA is generally suited for stable assets,
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it can still provide useful predictions in volatile markets, particularly over short horizons. Investors can

make informed decisions with a relatively high degree of confidence. However, in such cases, they may

need to complement ARIMA with more dynamic models for enhanced risk management.

Table 5: Evaluation Metrics for ARIMA Model (Weekly Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 12 Weeks 5.41 5.32 10.55 201.04 14.18
MSFT 12 Weeks 3.36 3.29 13.23 326.58 18.07
GOOGL 12 Weeks 5.47 5.46 8.45 110.72 10.52
AMZN 12 Weeks 3.79 3.75 6.12 65.85 8.11
NVDA 12 Weeks 11.06 10.22 9.85 207.63 14.41
META 12 Weeks 5.21 5.16 24.59 1384.88 37.21
IBM 12 Weeks 4.53 4.49 7.86 102.72 10.14
BTC-USD 12 Weeks 14.43 13.15 7415.15 111451670.00 10557.07

In Table 5, we observe the ARIMA model’s performance over a 12-week forecasting horizon. From a

forecasting perspective, the results show that the ARIMA model is more effective in forecasting stable

assets with predictable price movements, such as MSFT, with relatively low prediction errors compared

to more volatile assets. However, its performance significantly decreases when applied to highly volatile

assets like BTC-USD or NVDA, suggesting that ARIMA has limitations in scenarios of high volatility and

rapid market dynamics. Despite this, the model performs relatively well with volatile assets like META,

indicating that ARIMA can be effective in certain volatile markets, challenging the general assumption

that it is only suitable for stable assets. This suggests that ARIMA may be useful for forecasting even

in more volatile conditions, depending on the asset in question. From a financial perspective, ARIMA is

a useful tool for investors looking to forecast the behavior of assets with stable and predictable trends.

In this context, the relatively low prediction errors allow investors to make informed decisions over

the short and medium term. However, for more speculative assets, such as cryptocurrencies or high-

risk stocks, investors should consider more complex and dynamic approaches to manage uncertainty

and market fluctuations. Then, ARIMA can be efficient in stable markets, enabling relatively accurate

decision-making in predictable environments. However, its accuracy decreases in markets with abrupt

fluctuations, which could lead to ineffective decisions in scenarios of high uncertainty.

Table 6: Evaluation Metrics for ARIMA Model (Weekly Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 24 Weeks 8.28 7.94 14.49 349.32 18.69
MSFT 24 Weeks 6.63 6.34 20.97 811.92 28.49
GOOGL 24 Weeks 7.11 7.17 8.74 127.07 11.27
AMZN 24 Weeks 8.75 8.42 11.70 243.26 15.60
NVDA 24 Weeks 19.60 16.99 9.42 195.98 14.00
META 24 Weeks 20.24 18.63 56.21 5272.93 72.61
IBM 24 Weeks 7.75 7.86 11.44 202.40 14.23
BTC-USD 24 Weeks 15.60 14.32 5765.16 83867784.00 9157.94
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In Table 6, we observe the ARIMA model’s performance over a 24-week forecasting horizon. The

results show varying accuracy levels across different assets. For less-medium volatile stocks like MSFT,

AAPL, GOOGL and IBM ARIMA provides relatively good predictions with lower error metrics, partic-

ularly for MSFT, which has the best performance among the group. The SMAPE value for MSFT are

lower compared to other assets, indicating that the ARIMA model is well-suited for predicting these sta-

ble assets over a 24-week horizon. These results suggest that ARIMA can be a reliable tool for investors

in stable markets, where long-term price fluctuations are minimal and predictions are more predictable.

However, for more volatile assets such as NVDA, META, and BTC-USD, the error metrics increase sub-

stantially. NVDA and META show particularly high error rates, suggesting that ARIMA struggles to

capture the volatility in these assets over a 24-week horizon. BTC-USD, representing the cryptocurrency

market, also exhibits considerable prediction errors. The results point to ARIMA’s limited ability to fore-

cast highly volatile assets over a long horizon, as market dynamics tend to change rapidly, and ARIMA

may not adapt quickly enough to capture these shifts. From a financial and economic perspective, the

ARIMA model demonstrates that while it can perform well in forecasting stable assets, it faces challenges

when applied to volatile markets. For investors focusing on stocks or assets with steady price movements,

ARIMA remains a viable tool for short to long-term predictions.

Table 7: Evaluation Metrics for ARIMA Model (Monthly Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 1 Month 2.86 2.81 6.27 46.37 6.81
MSFT 1 Month 3.66 3.75 15.73 312.23 17.67
GOOGL 1 Month 3.60 3.62 6.19 48.50 6.96
AMZN 1 Month 3.53 3.50 6.53 73.26 8.56
NVDA 1 Month 4.94 4.81 5.97 58.94 7.68
META 1 Month 6.41 6.26 32.77 1252.22 35.39
IBM 1 Month 4.89 4.72 9.61 130.53 11.42
BTC-USD 1 Month 5.11 5.24 3212.82 13569202.00 3683.64

In Table 7, it is observed that the ARIMA model, with a 1-month forecasting horizon, performs well

both for less volatile assets and for more volatile ones. Specifically, for assets such as AAPL, GOOGL,

MSFT and AMZN. This suggests that the ARIMA model can make effective predictions in markets with

relatively stable behaviors. These results are particularly useful for investors looking to make short-term

decisions in less fluctuating markets, where predictability is key for resource allocation and portfolio

management. In contrast, more volatile assets such as META and BTC-USD show a slight degradation

in model accuracy, with higher error values. However, the model still maintains a reasonable level of

performance for these assets, which could indicate that ARIMA has some capacity to handle volatility in

the short term, though with greater uncertainty. In this sense, the model may still be useful for investors

willing to take on more risk, but not necessarily with the same level of precision as for more stable assets.

From a financial and economic perspective, the ARIMA model is valuable for forecasting price trends

and facilitating investment decision-making, especially in short-term horizons. In markets with high

volatility, such as cryptocurrencies or high-risk stocks, ARIMA can provide a reasonable approach. In

12



such environments, investors may need to complement ARIMA with more sophisticated models that can

better adapt to extreme market fluctuations and economic crises, thereby improving risk management

and investment strategy optimization.

Table 8: Evaluation Metrics for ARIMA Model (Monthly Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 3 Months 6.08 5.86 11.70 269.72 16.42
MSFT 3 Months 5.31 5.25 20.55 626.37 25.03
GOOGL 3 Months 5.94 5.79 8.78 111.34 10.55
AMZN 3 Months 6.84 6.54 10.99 175.39 13.24
NVDA 3 Months 15.02 13.56 11.65 226.06 15.04
META 3 Months 8.07 7.74 33.84 1769.38 42.06
IBM 3 Months 7.56 7.15 13.27 322.46 17.96
BTC-USD 3 Months 15.32 13.81 8177.19 129605490.0 11384.44

In the 3-month horizon, as seen in Table 8, the ARIMA model shows strong performance for stable

assets such as MSFT and GOOGL, with low error rates across various metrics. MSFT, in particular,

performs exceptionally well, indicating ARIMA’s effectiveness for stocks with more predictable long-

term patterns. AAPL also performs reasonably well, though its results are slightly less favorable than

MSFT and GOOGL. However, NVDA and BTC-USD exhibit notable inaccuracies, highlighting ARIMA’s

difficulty in capturing the volatility of assets with large price fluctuations even over a short-term horizon.

In the case of META, which is also considered a highly volatile asset, ARIMA provides promising results.

This suggests that ARIMA can be effective for certain volatile assets, but it may require adaptation

to the specific characteristics of each asset. Thus, the model should be fine-tuned and customized for

individual assets to improve its accuracy, especially in cases where volatility patterns differ from one asset

to another. Economically and financial perspective, ARIMA is suitable for low-risk, long-term forecasting

but is less effective in high-risk, volatile environments.

Table 9: Evaluation Metrics for ARIMA Model (Monthly Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 6 Months 10.07 9.54 18.03 605.11 24.60
MSFT 6 Months 7.83 7.91 23.86 887.37 29.79
GOOGL 6 Months 8.64 8.41 10.72 171.90 13.11
AMZN 6 Months 11.83 11.25 15.39 405.50 20.14
NVDA 6 Months 32.57 27.01 11.22 219.31 14.81
META 6 Months 23.56 18.90 54.30 5740.48 75.77
IBM 6 Months 9.78 9.23 14.72 345.96 18.60
BTC-USD 6 Months 20.84 21.04 7638.18 118256920.0 10874.60

The evaluation of the ARIMA model, as shown in Table 9, reveals some valuable insights into its

effectiveness across different types of assets. ARIMA demonstrates strong performance with stable, low- to

medium-volatility stocks such as MSFT, AAPL, and GOOGL. These assets display relatively low errors,

particularly in terms of SMAPE and MAPE, suggesting that ARIMA is capable of providing reliable
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forecasts when historical patterns are stable and the price movements are predictable. This performance

underscores ARIMA’s strength in handling time series data with well-defined, linear relationships over

moderate horizons. On the other hand, when applied to more volatile assets like NVDA, META, and

BTC-USD, the ARIMA model’s performance significantly deteriorates. The high values of SMAPE and

MAPE indicate that ARIMA struggles with capturing the rapid and unpredictable fluctuations in these

assets. For instance, BTC-USD and META, characterized by sharp price movements, lead to large

forecasting errors, revealing that ARIMA cannot fully account for the complex dynamics inherent in

these volatile markets. Economically, the results suggest that while ARIMA can be an effective tool for

decision-making in stable markets, it may not be sufficient for real-time investment strategies, particularly

in markets with substantial price swings. In environments where significant market disruptions or rapid

price changes are frequent, investors may need to complement or replace ARIMA with models that can

learn and adjust to these unpredictable shifts, providing more robust forecasting and risk management

capabilities.

3.4.2 Prophet Results

As we explained in Section 3.1, because of computational resource limitations, we weren’t able to run the

Prophet model for the 1-day forecast horizon. For this reason, you will not find the table for the 1-day

horizon.

Table 10: Evaluation Metrics for Prophet Model (Daily Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 90 Days 11.18 10.94 8.26 150.56 12.22
MSFT 90 Days 8.68 8.63 17.32 879.49 29.47
GOOGL 90 Days 11.49 11.86 11.21 292.97 17.05
AMZN 90 Days 16.87 17.64 16.05 632.63 25.12
NVDA 90 Days 35.12 31.79 6.15 203.94 14.23
META 90 Days 19.50 17.44 40.83 3188.21 55.45
IBM 90 Days 7.82 7.80 8.90 132.21 11.44
BTC-USD 90 Days 46.11 61.71 18100.83 448076100.00 21146.74

The Prophet model –Table 10– performs well for stable assets such as IBM and MSFT in the 90-

day horizon, with low error values across the metrics. IBM stands out with the best performance,

demonstrating its suitability for forecasting predictable stocks. MSFT also shows good performance,

indicating Prophet’s effectiveness in stable markets. For AAPL and GOOGL, the model still performs

reasonably well. NVDA, while having higher SMAPE and MAPE, still produces decent results in terms of

MAE and RMSE, reflecting Prophet’s capacity to capture trends in moderately volatile assets. Moreover,

Prophet struggles with more volatile assets like BTC-USD. These results suggest that Prophet is not

suitable for forecasting highly volatile stocks or cryptocurrencies, which require more advanced models.

Economically, Prophet’s strength lies in its ability to assist with decision-making in relatively stable

environments. For investors or financial managers operating in industries where market conditions remain

steady, Prophet offers a cost-effective, straightforward forecasting solution. Its simple structure allows

for quick adaptation and provides insights that can enhance operational efficiency.
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Table 11: Evaluation Metrics for Prophet Model (Daily Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 180 Days 13.77 13.29 9.67 209.28 14.25
MSFT 180 Days 11.03 10.98 21.24 1265.62 35.24
GOOGL 180 Days 13.28 13.46 13.01 407.25 20.10
AMZN 180 Days 18.19 19.09 17.18 741.93 27.13
NVDA 180 Days 31.96 30.70 5.88 181.00 13.07
META 180 Days 29.39 36.15 80.17 11502.12 106.65
IBM 180 Days 8.84 8.68 10.05 174.58 13.05
BTC-USD 180 Days 48.46 33.76 11098.74 196698400.00 13528.39

The Prophet model –Table 11– shows strong performance for stable assets like IBM over a 180-day

horizon, with relatively low errors across various metrics. This reflects Prophet’s ability to model well-

established and predictable stocks, where historical trends and seasonal patterns are more consistent.

MSFT and GOOGL also perform reasonably well, though MSFT exhibits slightly higher errors in MSE

and RMSE, suggesting some sensitivity to fluctuations that Prophet may not fully capture. However, the

model faces challenges with more volatile assets such as META, NVDA and BTC-USD. This highlights

Prophet’s limitations when applied to markets characterized by sharp and unpredictable price movements.

Assets like BTC-USD, known for their large fluctuations, require more complex modeling techniques.

From a financial perspective, Prophet proves valuable for forecasting stable assets, aiding in decision-

making where trends are more predictable. However, for volatile assets, relying on Prophet may lead to

less accurate forecasts, affecting investment strategies and risk management. Economically, while Prophet

can support decision-making in relatively stable market conditions, its accuracy significantly decreases in

volatile environments.

Table 12: Evaluation Metrics for Prophet Model (Weekly Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 1 Week 16.56 15.26 19.93 531.20 23.05
MSFT 1 Week 9.96 10.03 28.64 1419.56 37.68
GOOGL 1 Week 15.85 15.90 18.74 482.47 21.97
AMZN 1 Week 18.15 20.53 25.45 1023.45 31.99
NVDA 1 Week 32.04 30.93 10.71 275.48 16.58
META 1 Week 29.91 25.82 62.61 5565.45 74.60
IBM 1 Week 7.90 7.64 10.44 210.38 14.48
BTC-USD 1 Week 16.39 15.08 5326.95 43688540.00 6609.34

At the 1-week horizon –Table 12– Prophet model performs well with stable assets like IBM, showing

relatively low prediction errors, making it suitable for short-term forecasts of established stocks. However,

for more volatile assets like META and NVDA, the errors are significantly higher, indicating that Prophet

struggles with high volatility. However, in this case, BTC-USD, a volatile asset, demonstrates strong

performance at a short-term horizon. From a financial perspective, Prophet is useful for predictable

assets, but it is not suitable for volatile markets. Prophet allows for efficient decision-making in stable

markets but its accuracy decreases in environments with sharp fluctuations, suggesting the need for more
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sophisticated approaches in unstable markets. For assets with erratic behavior or non-linear trends,

alternative models that can capture intricate patterns and adapt to changing conditions are likely to offer

better accuracy and reliability.

Table 13: Evaluation Metrics for Prophet Model (Weekly Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 12 Weeks 14.24 13.68 17.38 473.17 21.68
MSFT 12 Weeks 13.09 13.07 37.41 2460.21 49.32
GOOGL 12 Weeks 15.81 15.55 18.74 539.29 22.94
AMZN 12 Weeks 20.51 23.76 29.14 1364.84 36.91
NVDA 12 Weeks 34.25 32.15 9.77 216.50 14.56
META 12 Weeks 39.28 49.77 111.62 16835.33 129.58
IBM 12 Weeks 8.68 8.33 11.24 238.51 15.35
BTC-USD 12 Weeks 30.86 31.48 12160.77 245789000.00 15642.09

At the 12-week horizon –Table 13–, Prophet performs reasonably well with stable assets like IBM,

where it demonstrates lower error rates, particularly in SMAPE. MSFT also exhibit strong performance.

GOOGL, AAPL and AMZN show moderate accuracy, suggest that Prophet may have difficulty with

more volatile assets. Moreover, Prophet struggles with highly volatile series such as META, NVDA and

BTC-USD, which display extreme error values. This highlights the model’s limitations in forecasting as-

sets with significant volatility, even over a medium-term horizon. Prophet can provide useful forecasts for

stable stocks, such as IBM and AAPL, it may not be well-suited for assets like BTC-USD or META. Eco-

nomically, Prophet offers efficiency in decision-making processes for predictable, stable environments. It

allows for effective forecasting of asset prices in low-volatility conditions, helping businesses and investors

plan accordingly.

Table 14: Evaluation Metrics for Prophet Model (Weekly Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 24 Weeks 17.57 16.68 21.83 667.43 25.62
MSFT 24 Weeks 14.68 14.75 38.82 2150.91 46.22
GOOGL 24 Weeks 21.93 22.08 25.68 958.37 30.86
AMZN 24 Weeks 22.60 26.66 32.64 1785.88 42.23
NVDA 24 Weeks 42.67 37.63 13.68 524.72 22.61
META 24 Weeks 39.45 31.82 72.34 8582.72 89.97
IBM 24 Weeks 9.71 9.18 12.41 289.35 16.73
BTC-USD 24 Weeks 39.24 46.14 14930.38 305092800.00 17440.59

At the 24-week horizon –Table 14– , Prophet shows consistent accuracy with lower error rates for

IBM. AAPL and MSFT also display moderate forecasting accuracy, indicating that for these assets,

Prophet captures long-term trends reasonably well. For GOOGL and AMZN, errors are slightly higher,

which may reflect moderate fluctuations that Prophet struggles to fully capture over this longer horizon.

However, for highly volatile assets like BTC-USD and META, the metrics indicate substantial challenges.

BTC-USD exhibits extreme SMAPE value, reinforcing Prophet’s limitations in handling assets with
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substantial volatility over long terms. Financially, these results suggest that while Prophet could provide

value for long-term forecasting of stable assets, it may fall short for assets with higher market sensitivity.

In particular, its performance for IBM and MSFT implies that it is better suited for less volatile stocks

where consistent economic conditions are more likely to persist. Economically, the challenges seen with

BTC-USD, NVDA and META at the 24-week horizon suggest that Prophet may not effectively capture

rapid economic shifts or market reactions, particularly for assets sensitive to short-term economic or

policy changes.

Table 15: Evaluation Metrics for Prophet Model (Monthly Data)

Time Series Horizon SMAPE (%) MAPE (%) MAE MSE RMSE

AAPL 1 Month 15.29 14.55 18.38 504.57 21.96
MSFT 1 Month 11.71 11.97 31.21 1497.82 35.80
GOOGL 1 Month 25.34 22.79 28.23 1040.55 31.07
AMZN 1 Month 20.59 22.39 29.04 1332.25 34.65
NVDA 1 Month 38.20 37.46 11.45 343.83 14.69
META 1 Month 40.63 32.76 80.52 10902.38 102.72
IBM 1 Month 7.89 7.58 9.89 195.98 12.78
BTC-USD 1 Month 40.58 48.10 14698.55 274592400.00 16307.70

At the 1 month horizon –Table 15– , Prophet achieves the best performance for IBM, indicating

its ability to accurately forecast stable assets over very short terms. MSFT also shows relatively low

error values, reinforcing the model’s suitability for more stable stocks in short horizons. However, for

highly volatile assets like BTC-USD, NVDA and META, the error remains high, highlighting the model’s

difficulty in adjusting to sudden, unpredictable changes even in short-term forecasts. Financially, these

results suggest that Prophet could be more useful for managing short-term forecasts in stable or mod-

erately volatile assets but may be unsuitable for assets with significant fluctuations. Economically, the

high errors in BTC-USD, NVDA and META reinforce that Prophet does not fully capture the immediate

effects of rapid economic shifts, underscoring the need for models better adapted to high volatility in the

short term.

Table 16: Evaluation Metrics for Prophet Model (Monthly Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 3 Months 18.32 17.71 23.04 850.48 28.75
MSFT 3 Months 12.37 12.75 34.29 1829.49 41.60
GOOGL 3 Months 19.04 19.64 23.11 790.26 27.54
AMZN 3 Months 22.53 24.12 31.51 1440.04 37.26
NVDA 3 Months 36.65 34.89 11.32 306.19 16.22
META 3 Months 40.95 52.74 115.36 17820.11 132.42
IBM 3 Months 13.54 13.44 17.51 599.92 23.73
BTC-USD 3 Months 32.54 36.34 12584.17 234664500.00 15114.82

In the 3 months forecast –Table 16–, Prophet improves in accuracy for stable assets such as MSFT

and IBM, achieving lower SMAPE and MAPE values, which reflects its capacity to capture long-term
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trends for these series. This suggests that the model is more reliable over shorter horizons for companies

with stable growth patterns. However, volatile assets like META and BTC-USD still yield high error

metrics. From a financial perspective, this result indicates that Prophet may be well-suited for more

predictable assets, supporting stable long-term strategies, but lacks adaptability for volatile assets where

quick market shifts demand more responsive models. Economically, the high errors in series like BTC-

USD, NVDA and META emphasize Prophet’s limitations in capturing sudden changes influenced by

economic events.

Table 17: Evaluation Metrics for Prophet Model (Monthly Data)

Time Series Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL 6 Months 20.79 19.89 25.88 1077.80 32.36
MSFT 6 Months 14.48 15.19 39.74 2827.06 51.01
GOOGL 6 Months 22.54 22.42 25.99 927.60 29.77
AMZN 6 Months 20.96 24.32 29.68 1453.20 37.40
NVDA 6 Months 49.32 40.74 15.25 647.30 23.44
META 6 Months 40.68 53.84 112.62 17394.67 130.52
IBM 6 Months 14.02 13.92 17.88 613.63 23.95
BTC-USD 6 Months 38.63 46.89 15153.43 331938300.00 17987.49

The 6 months forecast results –Table 17–, Prophet model shows that its accuracy varies significantly

across different time series. For more stable assets like IBM and MSFT, the model achieves relatively

low SMAPE, indicating that these series present fewer challenges in capturing long-term patterns. In

contrast, more volatile assets like META, NVDA and BTC-USD display high SMAPE and absolute

errors, suggesting that unpredictable patterns or high volatility are not well captured. This points to

potential limitations of Prophet for these series and indicates that model adjustments or alternative

approaches might be necessary for assets that exhibit significant instability over six months. From a

financial perspective, the model’s reliability is higher for companies with steadier trends, like IBM and

MSFT, making it more suitable for strategic planning in less volatile environments. However, in the case of

assets like BTC-USD, the high SMAPE and substantial percentage errors reflect the model’s difficulty in

offering practical forecasts over this horizon. The rapid and significant market changes in cryptocurrencies

are not well accounted for, which makes these predictions less viable for investment decisions where

frequent position adjustments might be needed. Economically, the considerable error in forecasting

META, NVDA and BTC-USD suggests that these assets are highly sensitive to economic shocks or

sudden market changes that Prophet, with its focus on seasonal and trend-based patterns, struggles to

anticipate in a medium-term outlook. This emphasizes the importance of integrating additional factors,

such as macroeconomic indicators or external influences, to enhance accuracy for assets that react swiftly

to economic developments.
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3.4.3 PatchTST, TiDE, Chronos Results

Table 18: Evaluation Metrics for Deep Learning Models (Daily Data)

Ticker Model Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL PatchTST 1 Day 0.62 1.23 2.81 11.43 3.38
TiDE 1 Day 0.37 0.74 1.69 5.63 2.37
Chronos-T5(Base) 1 Day 0.64 0.64 1.45 2.11 1.45
Chronos-T5(Large) 1 Day 0.36 0.36 0.80 0.65 0.80

MSFT PatchTST 1 Day 0.39 0.77 3.19 15.24 3.90
TiDE 1 Day 0.31 0.62 2.60 8.23 2.87
Chronos-T5(Base) 1 Day 0.51 0.51 2.13 4.55 2.13
Chronos-T5(Large) 1 Day 0.39 0.39 1.61 2.58 1.61

GOOGL PatchTST 1 Day 0.56 1.13 1.84 5.27 2.30
TiDE 1 Day 0.36 0.72 1.17 2.97 1.72
Chronos-T5(Base) 1 Day 0.17 0.17 0.28 0.08 0.28
Chronos-T5(Large) 1 Day 0.41 0.41 0.68 0.46 0.68

AMZN PatchTST 1 Day 0.72 1.45 2.66 9.26 3.04
TiDE 1 Day 0.24 0.49 0.91 0.94 0.97
Chronos-T5(Base) 1 Day 2.26 2.28 4.16 17.28 4.16
Chronos-T5(Large) 1 Day 2.26 2.28 4.16 17.28 4.16

NVDA PatchTST 1 Day 0.76 1.50 1.98 6.28 2.51
TiDE 1 Day 0.71 1.42 1.87 4.86 2.20
Chronos-T5(Base) 1 Day 4.04 3.96 4.87 23.69 4.87
Chronos-T5(Large) 1 Day 2.14 2.12 2.60 6.77 2.60

META PatchTST 1 Day 0.51 1.02 6.01 42.35 6.51
TiDE 1 Day 0.33 0.66 3.88 30.31 5.51
Chronos-T5(Base) 1 Day 1.78 1.76 10.27 105.50 10.27
Chronos-T5(Large) 1 Day 1.37 1.36 7.90 62.42 7.90

IBM PatchTST 1 Day 0.39 0.77 1.80 6.24 2.50
TiDE 1 Day 0.40 0.80 1.87 5.91 2.43
Chronos-T5(Base) 1 Day 1.05 1.05 2.33 5.45 2.33
Chronos-T5(Large) 1 Day 0.80 0.80 1.78 3.18 1.78

BTC-USD PatchTST 1 Day 0.85 1.69 1067.46 1614075.60 1270.46
TiDE 1 Day 1.03 2.03 1295.88 2610358.37 1615.66
Chronos-T5(Base) 1 Day 0.76 0.76 466.74 217848.27 466.74
Chronos-T5(Large) 1 Day 1.77 1.75 1078.68 1163549.87 1078.68

The results –Table 18– for PatchTST, TiDE, and Chronos-T5 at a 1-day horizon provide insights for

short-term forecasting, financial analysis, and economic considerations. Chronos-T5 shows exceptional

performance for assets with both low and high volatility, such as MSFT and BTC-USD. TiDE excels with

erratic movements, as demonstrated by NVDA and META. Financially, both Chronos-T5 and TiDE offer

considerable value for volatile assets like BTC-USD, NVDA, and META. This highlights the importance

of model selection based on asset volatility for short-term price forecasting, influencing trading and

asset management decisions. Economically, both Chronos-T5 and TiDE are effective in predicting price

movements across stable stocks like MSFT and volatile assets like BTC-USD. Their ability to model

assets during periods of market uncertainty is crucial for economic decision-making.
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Table 19: Evaluation Metrics for Deep Learning Models (Daily Data)

Ticker Model Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL PatchTST 90 Days 4.09 7.96 14.62 305.79 17.49
TiDE 90 Days 3.94 7.93 14.10 300.13 17.32
Chronos-T5(Base) 90 Days 10.19 9.62 21.38 536.35 23.16
Chronos-T5(Large) 90 Days 15.90 14.57 32.39 1212.73 34.82

MSFT PatchTST 90 Days 2.99 5.71 19.60 631.39 25.13
TiDE 90 Days 5.88 11.48 40.85 16497.96 128.44
Chronos-T5(Base) 90 Days 4.78 4.92 20.71 573.35 23.94
Chronos-T5(Large) 90 Days 4.08 4.19 17.58 428.75 20.71

GOOGL PatchTST 90 Days 3.64 7.11 9.44 125.56 11.21
TiDE 90 Days 4.30 8.52 11.41 178.61 13.36
Chronos-T5(Base) 90 Days 8.61 9.27 15.03 368.96 19.21
Chronos-T5(Large) 90 Days 7.70 8.13 13.30 256.90 16.03

AMZN PatchTST 90 Days 5.20 9.78 13.63 256.46 16.01
TiDE 90 Days 5.92 11.13 15.82 1125.05 33.54
Chronos-T5(Base) 90 Days 3.94 3.93 7.19 87.57 9.36
Chronos-T5(Large) 90 Days 5.31 5.46 9.77 151.65 12.31

NVDA PatchTST 90 Days 10.35 18.07 10.34 188.52 13.73
TiDE 90 Days 20.57 33.66 20.11 1374.29 37.07
Chronos-T5(Base) 90 Days 13.16 12.19 14.95 281.50 16.78
Chronos-T5(Large) 90 Days 13.53 12.50 15.36 298.14 17.27

META PatchTST 90 Days 9.11 16.00 49.98 3560.51 59.67
TiDE 90 Days 9.68 16.99 54.06 7907.11 88.92
Chronos-T5(Base) 90 Days 6.59 6.31 33.34 1652.20 40.65
Chronos-T5(Large) 90 Days 5.31 5.13 27.07 1140.23 33.77

IBM PatchTST 90 Days 4.64 8.87 14.36 376.18 19.40
TiDE 90 Days 4.68 8.91 14.47 381.81 19.54
Chronos-T5(Base) 90 Days 10.44 9.65 19.53 630.67 25.11
Chronos-T5(Large) 90 Days 14.67 13.10 26.60 1203.81 34.70

BTC-USD PatchTST 90 Days 7.76 13.97 7207.79 106977808.98 10343.01
TiDE 90 Days 8.09 15.23 7631.59 101450290.62 10072.25
Chronos-T5(Base) 90 Days 6.62 6.35 4003.32 25175031.79 5017.47
Chronos-T5(Large) 90 Days 6.62 6.34 4004.34 24162549.34 4915.54

Table 19 illustrates the results for PatchTST, TiDE, and Chronos-T5 over a 90-day horizon. PatchTST

excels in forecasting, particularly for both low- and high-volatility assets such as MSFT and NVDA.

Chronos-T5 is effective for erratic price movements, as seen with BTC-USD, while TiDE adapts well to

stable assets like AAPL. Financially, Chronos-T5 offers substantial value for volatile assets like BTC-

USD and META, despite being slightly less accurate than PatchTST. This indicates that certain models

may be more suited to assets with different volatility levels, which could influence trading strategies and

asset management. Economically, PatchTST proves capable of forecasting across a range of assets, from

low-volatility stocks like MSFT to high-volatility ones like NVDA. Chronos-T5, with strong performance

for BTC-USD, and PatchTST for NVDA, underscore the models’ relevance for assessing asset behavior

during market uncertainty.
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Table 20: Evaluation Metrics for Deep Learning Models (Daily Data)

Ticker Model Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL PatchTST 180 Days 4.57 9.39 15.17 345.04 18.58
TiDE 180 Days 7.40 16.51 26.12 3080.41 55.50
Chronos-T5(Base) 180 Days 9.41 9.02 18.72 506.16 22.50
Chronos-T5(Large) 180 Days 10.79 10.31 21.33 652.59 25.55

MSFT PatchTST 180 Days 5.77 11.82 34.10 1775.70 42.14
TiDE 180 Days 8.06 17.59 50.75 4742.79 68.87
Chronos-T5(Base) 180 Days 4.47 4.33 18.62 535.12 23.13
Chronos-T5(Large) 180 Days 3.43 3.36 14.38 335.57 18.32

GOOGL PatchTST 180 Days 7.51 15.74 18.76 472.87 21.75
TiDE 180 Days 9.39 20.49 23.54 1603.60 40.04
Chronos-T5(Base) 180 Days 9.31 8.71 14.80 350.38 18.72
Chronos-T5(Large) 180 Days 7.65 7.29 12.27 242.19 15.56

AMZN PatchTST 180 Days 10.04 21.73 27.72 1026.75 32.04
TiDE 180 Days 10.43 25.77 30.93 2295.73 47.91
Chronos-T5(Base) 180 Days 14.02 12.98 23.73 650.40 25.50
Chronos-T5(Large) 180 Days 10.22 9.65 17.62 366.78 19.15

NVDA PatchTST 180 Days 17.08 37.87 14.49 421.03 20.52
TiDE 180 Days 14.08 35.78 11.23 241.87 15.55
Chronos-T5(Base) 180 Days 57.90 43.72 46.92 2672.15 51.69
Chronos-T5(Large) 180 Days 53.79 41.35 44.36 2391.50 48.90

META PatchTST 180 Days 12.39 27.88 70.93 8290.32 91.05
TiDE 180 Days 13.41 30.81 76.01 12506.61 111.83
Chronos-T5(Base) 180 Days 27.98 24.32 121.92 16336.62 127.81
Chronos-T5(Large) 180 Days 8.95 8.33 41.34 2835.16 53.25

IBM PatchTST 180 Days 5.13 9.71 13.36 278.10 16.68
TiDE 180 Days 6.07 12.77 15.65 907.83 30.13
Chronos-T5(Base) 180 Days 6.69 6.48 12.19 202.34 14.22
Chronos-T5(Large) 180 Days 13.51 12.41 23.84 792.76 28.16

BTC-USD PatchTST 180 Days 12.17 28.52 8666.97 160983066.35 12687.91
TiDE 180 Days 12.83 30.03 8836.63 174825540.95 13222.16
Chronos-T5(Base) 180 Days 5.29 5.52 3317.44 18358626.27 4284.70
Chronos-T5(Large) 180 Days 8.88 9.39 5729.98 47252535.57 6874.05

As shown in Table 20, the results for PatchTST, TiDE, and Chronos-T5 are provided over a 180-

day horizon. From a forecasting perspective, Chronos-T5 excels in SMAPE and other error metrics,

particularly for assets with varying volatility, such as MSFT and BTC-USD. TiDE also adapts well

to assets with erratic price movements, as seen with NVDA, while PatchTST performs best with low-

volatility assets, like AAPL and IBM. Financially, TiDE, though slightly less accurate than Chronos-T5,

still shows significant value for more volatile assets like NVDA. This suggests that model selection should

consider the asset’s volatility to enhance long-term forecasting accuracy, which can influence trading

decisions and asset management. Economically, Chronos-T5 is effective in predicting price movements

across different asset volatility levels, from stable stocks like MSFT to volatile assets like BTC-USD.
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Table 21: Evaluation Metrics for Deep Learning Models (Weekly Data)

Ticker Model Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL PatchTST 1 Week 0.43 0.86 1.97 7.46 2.73
TiDE 1 Week 0.50 1.00 2.29 9.11 3.02
Chronos-T5(Base) 1 Week 0.17 0.17 0.38 0.14 0.38
Chronos-T5(Large) 1 Week 1.32 1.31 2.95 8.69 2.95

MSFT PatchTST 1 Week 0.67 1.34 5.66 46.36 6.81
TiDE 1 Week 0.63 1.26 5.35 46.48 6.82
Chronos-T5(Base) 1 Week 0.05 0.05 0.22 0.05 0.22
Chronos-T5(Large) 1 Week 0.26 0.26 1.07 1.15 1.07

GOOGL PatchTST 1 Week 0.93 1.84 3.03 13.23 3.64
TiDE 1 Week 1.05 2.08 3.38 15.48 3.94
Chronos-T5(Base) 1 Week 1.03 1.02 1.70 2.88 1.70
Chronos-T5(Large) 1 Week 1.74 1.73 2.87 8.22 2.87

AMZN PatchTST 1 Week 0.55 1.09 2.07 7.13 2.67
TiDE 1 Week 0.62 1.22 2.32 9.72 3.12
Chronos-T5(Base) 1 Week 0.27 0.27 0.48 0.23 0.48
Chronos-T5(Large) 1 Week 0.27 0.27 0.48 0.23 0.48

NVDA PatchTST 1 Week 1.39 2.73 3.57 19.27 4.39
TiDE 1 Week 1.52 3.02 3.81 20.61 4.54
Chronos-T5(Base) 1 Week 1.38 1.37 1.69 2.85 1.69
Chronos-T5(Large) 1 Week 0.01 0.01 0.02 0.0003 0.02

META PatchTST 1 Week 1.38 2.70 15.59 380.34 19.50
TiDE 1 Week 1.47 2.91 16.45 342.33 18.50
Chronos-T5(Base) 1 Week 3.28 3.23 18.80 353.52 18.80
Chronos-T5(Large) 1 Week 4.25 4.16 24.22 586.85 24.22

IBM PatchTST 1 Week 0.81 1.61 3.66 17.62 4.20
TiDE 1 Week 1.23 2.43 5.51 33.48 5.79
Chronos-T5(Base) 1 Week 0.39 0.39 0.88 0.77 0.88
Chronos-T5(Large) 1 Week 0.54 0.54 1.21 1.46 1.21

BTC-USD PatchTST 1 Week 1.72 3.41 2181.54 6529221.04 2555.23
TiDE 1 Week 1.62 3.24 2066.85 5892841.05 2427.52
Chronos-T5(Base) 1 Week 6.60 6.83 4201.41 17651814.48 4201.41
Chronos-T5(Large) 1 Week 6.54 6.76 4156.93 17280031.95 4156.93

Table 21 demonstrates the performance of PatchTST, TiDE, and Chronos-T5 models over a 1-week

horizon, with applications for short-term forecasting, financial insights, and economic relevance. In

forecasting, Chronos-T5 excels in SMAPE and other error metrics across assets of varying volatility,

such as AAPL and NVDA. PatchTST and TiDE also adapt well to more erratic assets, as shown in

results for META and BTC-USD. From a financial perspective, though slightly less accurate in some

metrics, PatchTST and TiDE still perform effectively for highly volatile assets like META and BTC-

USD, indicating that asset-specific volatility may inform short-term forecasting strategies and influence

investment decisions. Economically, Chronos-T5 proves capable of predicting across assets from stable

stocks like AAPL and IBM to highly volatile ones like NVDA. Its success with NVDA, along with

PatchTST’s for META and TiDE’s for BTC-USD, suggests their value in economic assessments of volatile

markets.
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Table 22: Evaluation Metrics for Deep Learning Models (Weekly Data)

Ticker Model Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL PatchTST 12 Weeks 2.41 4.86 9.32 147.89 12.16
TiDE 12 Weeks 2.92 5.86 11.17 238.31 15.44
Chronos-T5(Base) 12 Weeks 3.04 3.10 6.90 66.92 8.18
Chronos-T5(Large) 12 Weeks 4.53 4.66 10.44 142.19 11.92

MSFT PatchTST 12 Weeks 1.74 3.46 14.05 331.33 18.20
TiDE 12 Weeks 2.02 4.07 16.42 390.36 19.76
Chronos-T5(Base) 12 Weeks 6.10 6.33 26.27 787.07 28.05
Chronos-T5(Large) 12 Weeks 5.45 5.65 23.34 682.98 26.13

GOOGL PatchTST 12 Weeks 1.94 3.87 5.95 53.76 7.33
TiDE 12 Weeks 2.44 5.05 7.86 132.22 11.50
Chronos-T5(Base) 12 Weeks 11.22 11.97 19.39 408.99 20.22
Chronos-T5(Large) 12 Weeks 12.20 13.07 21.20 480.59 21.92

AMZN PatchTST 12 Weeks 1.76 3.50 5.72 53.07 7.29
TiDE 12 Weeks 1.81 3.66 5.93 59.26 7.70
Chronos-T5(Base) 12 Weeks 5.68 5.92 10.35 147.64 12.15
Chronos-T5(Large) 12 Weeks 6.59 6.88 12.09 185.47 13.62

NVDA PatchTST 12 Weeks 5.32 10.12 9.22 167.36 12.94
TiDE 12 Weeks 5.30 10.32 8.84 143.07 11.96
Chronos-T5(Base) 12 Weeks 6.43 6.49 7.44 69.64 8.35
Chronos-T5(Large) 12 Weeks 15.65 14.22 17.16 392.05 19.80

META PatchTST 12 Weeks 3.66 6.97 33.36 2193.05 46.83
TiDE 12 Weeks 3.37 6.43 29.84 1730.59 41.60
Chronos-T5(Base) 12 Weeks 6.66 6.43 34.46 1561.14 39.51
Chronos-T5(Large) 12 Weeks 11.49 10.70 57.77 4654.90 68.23

IBM PatchTST 12 weeks 2.69 5.16 9.60 208.19 14.43
TiDE 12 Weeks 2.83 5.43 10.07 223.37 14.95
Chronos-T5(Base) 12 Weeks 12.17 11.24 23.91 798.50 28.26
Chronos-T5(Large) 12 Weeks 11.01 10.24 21.80 674.32 25.97

BTC-USD PatchTST 12 Weeks 5.20 10.06 5472.60 47588667.98 6898.45
TiDE 12 Weeks 6.06 11.94 6826.84 78002900.19 8831.93
Chronos-T5(Base) 12 Weeks 6.66 6.56 4100.49 20565890.88 4534.96
Chronos-T5(Large) 12 Weeks 5.69 5.64 3509.50 15793801.84 3974.14

Table 22 presents the results for PatchTST, TiDE, and Chronos-T5 over a 12-week horizon. For

forecasting, PatchTST stands out across SMAPE and other error metrics, especially for assets with varied

volatility, such as AAPL, IBM and BTC-USD. TiDE also performs well with erratic assets, demonstrated

by strong results for NVDA and META. From a financial perspective, while PatchTST generally achieves

better metrics, TiDE shows value in handling volatility, suggesting that asset volatility may guide model

selection for better prediction accuracy and portfolio management. Economically, PatchTST exhibits a

strong ability to model assets across volatility levels, from lower-volatility stocks like AAPL and IBM

to highly volatile assets like BTC-USD. Its performance with BTC-USD and TiDE’s with META and

NVDA highlight their roles in analyzing asset behavior during market fluctuations.
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Table 23: Evaluation Metrics for Deep Learning Models (Weekly Data)

Ticker Model Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL PatchTST 24 Weeks 3.92 7.63 13.59 266.78 16.33
TiDE 24 Weeks 4.37 8.08 15.76 360.51 18.99
Chronos-T5(Base) 24 Weeks 24.76 21.75 47.60 2578.80 50.78
Chronos-T5(Large) 24 Weeks 24.39 21.53 46.95 2451.72 49.51

MSFT PatchTST 24 Weeks 2.92 5.78 18.41 605.06 24.60
TiDE 24 Weeks 3.03 6.56 20.63 654.98 25.59
Chronos-T5(Base) 24 Weeks 5.22 5.02 21.91 747.16 27.33
Chronos-T5(Large) 24 Weeks 5.60 5.36 23.43 932.74 30.54

GOOGL PatchTST 24 Weeks 3.44 6.85 8.48 119.83 10.95
TiDE 24 Weeks 3.92 8.40 10.01 197.45 14.05
Chronos-T5(Base) 24 Weeks 8.76 8.28 14.47 285.43 16.89
Chronos-T5(Large) 24 Weeks 8.09 7.69 13.42 240.34 15.50

AMZN PatchTST 24 Weeks 4.45 8.86 11.54 207.39 14.40
TiDE 24 Weeks 4.04 8.06 10.88 200.35 14.15
Chronos-T5(Base) 24 Weeks 3.75 3.72 6.85 66.79 8.17
Chronos-T5(Large) 24 Weeks 4.95 5.11 9.13 127.22 11.28

NVDA PatchTST 24 Weeks 9.81 18.39 9.34 178.72 13.37
TiDE 24 Weeks 9.82 18.03 10.17 225.94 15.03
Chronos-T5(Base) 24 Weeks 28.47 24.36 29.28 1037.22 32.21
Chronos-T5(Large) 24 Weeks 34.85 28.93 34.65 1432.37 37.85

META PatchTST 24 Weeks 8.71 17.03 43.87 3808.61 61.71
TiDE 24 Weeks 13.51 27.13 74.29 25973.08 161.16
Chronos-T5(Base) 24 Weeks 6.33 6.36 32.06 1516.64 38.94
Chronos-T5(Large) 24 Weeks 8.66 8.09 42.77 3323.52 57.65

IBM PatchTST 24 Weeks 4.29 8.39 13.07 300.10 17.32
TiDE 24 Weeks 9.13 17.08 27.04 3875.82 62.26
Chronos-T5(Base) 24 Weeks 12.68 11.55 23.32 886.32 29.77
Chronos-T5(Large) 24 Weeks 16.70 14.90 29.88 1366.56 36.97

BTC-USD PatchTST 24 Weeks 7.46 13.14 4482.69 35136514.89 5927.61
TiDE 24 Weeks 7.36 15.33 6760.23 111724190.06 10569.97
Chronos-T5(Base) 24 Weeks 5.46 5.59 3415.95 16575393.75 4071.29
Chronos-T5(Large) 24 Weeks 5.75 5.73 3601.56 16403654.14 4050.14

The results of Table 23 highlight the capabilities of PatchTST, TiDE, and Chronos-T5 with a 24-

week horizon, revealing insights particularly relevant for long-term forecasting, financial strategies, and

responsive economic considerations. From a forecasting standpoint, PatchTST achieves top performance

in SMAPE and other metrics, particularly for assets with both low and high volatility, such as IBM

and NVDA. Meanwhile, Chronos-T5 adapts well to assets with more erratic price movements, showing

strong results for BTC-USD and META. Financially, although Chronos-T5 is slightly less accurate than

PatchTST in certain metrics, it holds value for highly volatile assets like META and BTC-USD, suggesting

that specific models may suit particular asset volatility profiles and inform trading and asset management

strategies. Economically, PatchTST and Chronos-T5 show promise in predicting price movements across

a variety of assets, from lower-volatility stocks like AAPL and IBM to high-volatility assets such as NVDA

and BTC-USD.
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Table 24: Evaluation Metrics for Deep Learning Models (Monthy Data)

Ticker Model Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL PatchTST 1 Month 1.31 2.56 5.57 57.12 7.56
TiDE 1 Month 1.24 2.45 5.42 35.38 5.95
Chronos-T5(Base) 1 Month 1.87 1.88 4.25 18.06 4.25
Chronos-T5(Large) 1 Month 2.81 2.85 6.43 41.36 6.43

MSFT PatchTST 1 Month 1.98 3.93 16.96 432.52 20.80
TiDE 1 Month 1.76 3.55 15.21 299.17 17.30
Chronos-T5(Base) 1 Month 2.78 2.82 11.75 138.02 11.75
Chronos-T5(Large) 1 Month 2.57 2.60 10.84 117.51 10.84

GOOGL PatchTST 1 Month 1.82 3.65 6.26 52.02 7.21
TiDE 1 Month 1.78 3.60 6.15 53.28 7.30
Chronos-T5(Base) 1 Month 1.93 1.95 3.23 10.46 3.23
Chronos-T5(Large) 1 Month 1.03 1.03 1.70 2.90 1.70

AMZN PatchTST 1 Month 2.19 4.34 8.12 89.56 9.46
TiDE 1 Month 1.90 3.86 7.13 92.42 9.61
Chronos-T5(Base) 1 Month 3.97 4.05 7.38 54.41 7.38
Chronos-T5(Large) 1 Month 0.89 0.90 1.63 2.67 1.63

NVDA PatchTST 1 Month 3.12 6.13 7.76 96.11 9.80
TiDE 1 Month 2.95 5.82 7.33 77.44 8.80
Chronos-T5(Base) 1 Month 10.49 9.97 12.25 149.96 12.25
Chronos-T5(Large) 1 Month 10.49 9.97 12.25 149.96 12.25

META PatchTST 1 Month 2.25 4.39 23.28 852.03 29.19
TiDE 1 Month 2.64 5.21 27.10 1000.29 31.63
Chronos-T5(Base) 1 Month 1.64 1.65 9.63 92.67 9.63
Chronos-T5(Large) 1 Month 1.86 1.88 10.93 119.53 10.93

IBM PatchTST 1 Month 3.48 6.70 13.80 214.13 14.63
TiDE 1 Month 3.25 6.26 12.91 191.22 13.83
Chronos-T5(Base) 1 Month 0.04 0.04 0.08 0.01 0.08
Chronos-T5(Large) 1 Month 0.82 0.82 1.82 3.33 1.82

BTC-USD PatchTST 1 Month 1.94 3.95 2430.79 10667177.91 3266.06
TiDE 1 Month 2.64 5.33 3328.94 13354368.35 3654.36
Chronos-T5(Base) 1 Month 3.21 3.26 2005.76 4023072.24 2005.76
Chronos-T5(Large) 1 Month 2.74 2.78 1706.70 2912808.89 1706.70

The results of Table 24 highlight the capabilities of PatchTST, TiDE, and Chronos-T5 with a 1-

month horizon, revealing insights particularly relevant for short-term forecasting, financial strategies,

and responsive economic considerations. From a forecasting perspective, Chronos-T5 and TiDE deliver

excellent performance in SMAPE and other error metrics, particularly for assets with both low and high

volatility, such as AAPL, IBM, NVDA, and META. PatchTST, while slightly less accurate in this horizon,

adapts well to assets with erratic price movements, such as BTC-USD. From a financial perspective,

PatchTST remains valuable for highly volatile assets like BTC-USD, where price fluctuations are more

pronounced. This suggests that certain models may be more suited for short-term price forecasting,

which could impact trading and asset management decisions. Chronos-T5 and TiDE demonstrate their

ability to predict price movements in both low and high-volatility assets, which is essential for evaluating

assets like NVDA and META in unstable markets.
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Table 25: Evaluation Metrics for Deep Learning Models (Monthy Data)

Ticker Model Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL PatchTST 3 Months 4.71 9.08 17.75 487.49 22.08
TiDE 3 Months 3.81 7.54 14.61 358.20 18.93
Chronos-T5(Base) 3 Months 5.15 5.01 11.51 142.97 11.96
Chronos-T5(Large) 3 Months 5.03 4.87 11.18 153.86 12.40

MSFT PatchTST 3 Months 2.82 5.43 21.37 734.96 27.11
TiDE 3 Months 3.38 6.73 25.97 851.32 29.18
Chronos-T5(Base) 3 Months 1.84 1.82 7.75 84.27 9.18
Chronos-T5(Large) 3 Months 1.24 1.22 5.24 73.91 8.60

GOOGL PatchTST 3 Months 3.23 6.26 9.58 124.74 11.17
TiDE 3 Months 5.51 10.40 15.59 316.36 17.79
Chronos-T5(Base) 3 Months 4.13 4.23 6.95 57.13 7.56
Chronos-T5(Large) 3 Months 5.86 6.04 9.95 101.02 10.05

AMZN PatchTST 3 Months 3.20 6.13 10.31 170.27 13.05
TiDE 3 Months 3.16 6.21 10.23 130.92 11.44
Chronos-T5(Base) 3 Months 1.78 1.81 3.25 17.44 4.18
Chronos-T5(Large) 3 Months 2.19 2.23 4.01 25.80 5.08

NVDA PatchTST 3 Months 7.98 15.27 11.44 198.49 14.09
TiDE 3 Months 7.75 15.32 11.60 209.69 14.48
Chronos-T5(Base) 3 Months 20.06 18.22 22.10 490.59 22.15
Chronos-T5(Large) 3 Months 20.06 18.22 22.10 490.59 22.15

META PatchTST 3 Months 5.54 10.37 46.48 3043.82 55.17
TiDE 3 Months 6.57 12.15 54.96 3975.45 63.05
Chronos-T5(Base) 3 Months 19.50 17.66 99.85 10833.21 104.08
Chronos-T5(Large) 3 Months 17.56 16.03 90.76 9081.16 95.30

IBM PatchTST 3 Months 3.89 7.35 13.47 314.37 17.73
TiDE 3 Months 4.14 7.77 14.65 409.04 20.22
Chronos-T5(Base) 3 Months 13.20 12.24 26.82 869.29 29.48
Chronos-T5(Large) 3 Months 10.62 9.98 21.89 584.06 24.17

BTC-USD PatchTST 3 Months 6.62 11.92 6642.44 100086592.76 10004.33
TiDE 3 Months 6.99 13.09 6939.74 94723449.67 9732.60
Chronos-T5(Base) 3 Months 4.35 4.53 2704.98 12660479.51 3558.16
Chronos-T5(Large) 3 Months 2.97 3.07 1829.68 7109051.95 2666.28

Table 25 illustrates how PatchTST, TiDE, and Chronos-T5 perform in a 3-month forecasting. From a

forecasting standpoint, PatchTST and Chronos-T5 deliver outstanding performance in terms of SMAPE

and other error metrics, particularly for assets with both low and high volatility, such as IBM, MSFT,

NVDA, and BTC-USD. TiDE, meanwhile, shows strong results for low-volatility stocks like AAPL. From

a financial perspective, while Chronos-T5 is slightly less accurate than PatchTST in terms of metrics, it

remains valuable for more volatile assets like BTC-USD. This suggests that certain models may be better

suited for predicting long-term price behavior depending on the asset’s volatility, which can influence

trading and asset management decisions. From an economic perspective, PatchTST and Chronos-T5

demonstrate adaptability across a range of assets, which may be crucial for analyzing market efficiency

under stress. They show strong performance in high-volatility assets like NVDA and BTC-USD, providing

valuable insights during periods of uncertainty.
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Table 26: Evaluation Metrics for Deep Learning Models (Monthy Data)

Ticker Model Horizon SMAPE(%) MAPE(%) MAE MSE RMSE

AAPL PatchTST 6 Months 5.17 9.78 18.52 658.03 25.65
TiDE 6 Months 5.54 11.22 19.69 546.18 23.37
Chronos-T5(Base) 6 Months 24.07 21.36 47.35 2404.34 49.03
Chronos-T5(Large) 6 Months 25.20 22.22 49.32 2630.78 51.29

MSFT PatchTST 6 Months 3.93 7.62 25.23 1131.55 33.64
TiDE 6 Months 3.97 8.37 25.50 1012.23 31.82
Chronos-T5(Base) 6 Months 11.32 10.68 45.51 2207.86 46.99
Chronos-T5(Large) 6 Months 11.89 11.18 47.67 2452.67 49.53

GOOGL PatchTST 6 Months 4.02 7.83 10.06 156.30 12.50
TiDE 6 Months 4.73 9.57 11.67 212.10 14.56
Chronos-T5(Base) 6 Months 5.30 5.11 8.87 114.48 10.70
Chronos-T5(Large) 6 Months 5.95 5.40 9.12 118.61 10.89

AMZN PatchTST 6 Months 6.05 11.91 16.252 367.305 19.165
TiDE 6 Months 5.23 10.56 13.98 302.34 17.39
Chronos-T5(Base) 6 Months 11.36 11.78 43.54 1692.73 41.12
Chronos-T5(Large) 6 Months 11.09 10.89 42.46 1683.29 41.00

NVDA PatchTST 6 Months 12.63 21.55 12.40 308.83 17.57
TiDE 6 Months 15.13 28.67 13.99 309.45 17.59
Chronos-T5(Base) 6 Months 23.09 20.14 39.69 2466.76 49.66
Chronos-T5(Large) 6 Months 22.20 21.08 39.14 2468.10 49.68

META PatchTST 6 Months 9.18 20.70 49.45 4649.64 68.19
TiDE 6 Months 9.80 20.51 51.73 4678.78 68.40
Chronos-T5(Base) 6 Months 15.14 12.99 36.50 1885.24 43.42
Chronos-T5(Large) 6 Months 14.76 12.78 36.12 1878.88 43.35

IBM PatchTST 6 Months 5.11 9.38 15.64 464.92 21.56
TiDE 6 Months 5.05 9.37 15.71 475.66 21.81
Chronos-T5(Base) 6 Months 10.99 11.05 39.62 1266.97 35.57
Chronos-T5(Large) 6 Months 10.75 10.89 39.16 1280.84 35.80

BTC-USD PatchTST 6 Months 11.02 25.68 7681.64 121686520.13 11031.16
TiDE 6 Months 11.76 31.41 8357.30 140366552.25 11847.64
Chronos-T5(Base) 6 Months 18.92 17.94 5453.19 379586.30 614.45
Chronos-T5(Large) 6 Months 19.80 18.55 5666.78 415215.71 644.42

The results of Table 26 highlight the capabilities of PatchTST, TiDE, and Chronos-T5 with a 6-

month horizon, revealing insights particularly relevant for long-term forecasting, financial strategies, and

responsive economic considerations. From a forecasting perspective, PatchTST demonstrates strong

performance in terms of SMAPE and other error metrics, particularly for assets with both low and high

volatility, such as AAPL, MSFT, NVDA, META, and BTC-USD. TiDE, on the other hand, performs

well with assets of low to medium volatility, such as IBM and AMZN. From a financial perspective, while

TiDE is slightly less accurate than PatchTST, it still adds value for assets with low to medium volatility

like AMZN and IBM. This suggests that certain models may be better suited to predict long-term

price behavior for assets with moderate price fluctuations, influencing asset management and investment

decisions. PatchTST stands out for its ability to forecast price movements across a range of volatility

levels, which is useful for analyzing highly volatile assets such as NVDA and BTC-USD during market

uncertainty. This capability is valuable for economic decision-making in volatile markets.
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3.5 Timings results

Table 27: Forecast Duration for ARIMA, Prophet, PatchTST, TiDE, and Chronos-T5 Models (In seconds)

Model Horizon AAPL MSFT GOOGL AMZN NVDA META IBM BTC-USD

ARIMA 1 day 7.18 0.32 1.44 2.01 28.57 0.05 2.68 0.21

ARIMA 90 days 3.43 3.18 1.28 4.29 7.39 0.35 7.39 1.26

ARIMA 180 days 3.15 11.11 0.34 7.56 4.51 3.68 2.02 3.29

ARIMA 1 week 20.11 2.68 1.26 0.38 2.30 12.96 1.76 15.63

ARIMA 12 weeks 14.82 77.12 1.28 4.61 31.71 0.09 18.58 2.79

ARIMA 24 weeks 17.60 5.78 36.19 2.76 1.08 94.30 7.04 1.16

ARIMA 1 month 1.14 0.32 0.18 2.86 0.60 0.12 0.38 0.41

ARIMA 3 months 1.57 1.31 1.52 0.95 1.37 0.21 0.21 0.06

ARIMA 6 months 1.90 1.46 1.89 0.77 0.92 0.36 0.23 0.22

Prophet 90 days 18258.39 18281.77 16955.49 18097.57 17844.73 12278.38 18651.67 8416.98

Prophet 180 days 11882.93 11928.46 11360.96 12077.36 12050.18 7348.54 12030.67 7098.28

Prophet 1 week 11246.94 11263.06 10812.37 11292.60 11268.07 8338.64 11265.85 6712.99

Prophet 12 weeks 2412.31 3669.49 2382.10 2704.66 2500.13 2235.36 2485.84 2032.17

Prophet 24 week 1428.76 1395.34 1339.73 1377.99 1391.91 1092.24 1396.51 1154.73

Prophet 1 month 1822.09 1838.49 1813.77 1834.28 1840.86 1362.17 1820.74 1403.10

Prophet 3 months 1166.35 1164.28 1126.94 1165.08 1082.58 1008.55 1126.97 942.29

Prophet 6 months 810.06 809.06 665.04 778.80 729.74 655.19 763.82 613.74

PatchTST 1 day 15.57 8.71 8.33 10.97 7.88 9.38 8.08 8.34

PatchTST 90 days 8.39 7.53 8.52 7.51 8.04 8.24 7.62 8.55

PatchTST 180 days 9.02 9.30 8.81 8.85 8.66 14.50 9.09 8.41

PatchTST 1 week 7.22 8.60 7.85 8.06 8.65 7.18 7.87 7.33

PatchTST 12 weeks 8.15 7.50 7.99 7.25 7.74 8.20 7.34 7.97

PatchTST 24 weeks 8.32 8.67 9.10 8.25 8.88 8.35 7.73 8.34

PatchTST 1 month 8.00 8.14 7.77 7.15 7.91 8.81 7.51 7.95

PatchTST 3 months 7.90 7.31 7.24 7.50 8.04 7.89 8.02 8.00

PatchTST 6 months 7.80 7.90 7.22 7.28 8.72 7.93 8.20 8.09

TiDE 1 day 9.96 9.70 10.40 10.72 10.86 11.22 9.66 21.06

TiDE 90 days 18.06 12.36 10.18 9.98 12.10 10.72 14.03 11.29

TiDE 180 days 25.93 12.15 19.12 11.83 17.11 14.39 16.18 18.11

TiDE 1 week 11.60 9.72 11.97 9.27 11.34 15.25 10.76 9.94

TiDE 12 weeks 10.91 10.62 10.69 10.84 21.76 22.26 8.10 12.79

TiDE 24 weeks 12.98 9.70 11.31 10.34 10.38 8.89 11.44 17.12

TiDE 1 month 10.05 9.75 21.77 10.27 10.85 10.40 9.11 8.78

TiDE 3 months 11.62 27.14 11.68 11.26 10.67 10.64 10.77 9.29

TiDE 6 months 8.98 8.93 8.88 10.68 9.51 11.89 21.92 10.64

Chronos-T5 (base) 1 day 10.35 0.23 0.20 0.23 0.22 0.19 0.20 0.18

Chronos-T5 (base) 90 days 22.95 2.82 2.93 3.65 2.91 2.78 2.78 2.83

Chronos-T5 (base) 180 days 17.03 5.53 5.83 5.71 5.92 5.88 5.49 5.44

Chronos-T5 (base) 1 week 11.37 0.18 0.17 0.21 0.17 0.17 0.19 0.18

Chronos-T5 (base) 12 weeks 8.38 0.54 0.79 0.71 0.54 0.55 0.52 0.60

Chronos-T5 (base) 24 weeks 13.42 0.81 1.39 2.06 0.80 0.81 0.80 1.89

Chronos-T5 (base) 1 month 7.14 0.20 0.21 0.17 0.12 0.16 0.22 0.07

Chronos-T5 (base) 3 months 10.35 0.23 0.32 0.33 0.15 0.38 0.38 0.25

Chronos-T5 (base) 6 months 12.16 0.22 0.46 0.95 0.24 0.18 0.35 0.48

Chronos-T5 (large) 1 day 4.70 0.57 0.56 0.56 0.56 0.57 0.56 0.56

Chronos-T5 (large) 90 days 12.21 7.24 7.55 7.01 7.90 7.22 9.85 7.07

Chronos-T5 (large) 180 days 27.38 14.87 14.42 14.08 14.94 14.72 15.34 14.27

Chronos-T5 (large) 1 week 9.91 0.53 0.54 0.55 0.54 0.53 0.53 0.54

Chronos-T5 (large) 12 weeks 5.80 1.30 1.29 1.29 1.32 1.31 1.30 1.29

Chronos-T5 (large) 24 weeks 11.04 2.18 2.16 2.15 2.19 2.19 2.18 2.12

Chronos-T5 (large) 1 month 6.10 0.31 0.27 0.31 0.31 0.19 0.31 0.17

Chronos-T5 (large) 3 months 4.88 0.43 0.37 0.43 0.43 0.30 0.43 0.27

Chronos-T5 (large) 6 months 8.14 0.62 0.56 0.63 0.62 0.46 0.62 0.47
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4 Conclusion

During this research, we have realized that, the technology sector assets analyzed in this research exhibit

characteristics that benefit forecasting models, allowing them to capture patterns and trends more effec-

tively. Firstly, the constant growth of technology companies, driven by innovation and market expansion,

generates a sustained upward trend. This simplifies forecasting, as models can leverage this general direc-

tion in their long-term projections. Additionally, tech companies typically display predictable seasonal

patterns, with sales peaks during events such as Black Friday, the holiday season, or key product launches.

These cycles occur regularly, and time series models can capture and anticipate these peaks, improving

accuracy during high-activity periods. The frequent launch of new products also introduces predictable

cycles in the time series. Tech companies often release updates for devices and software periodically,

creating cyclical patterns that models can identify and adjust to reflect these key moments in the market.

Finally, the technology sector experiences stable demand growth, driven by global digitalization and the

need for new services and products. This sustained growth allows forecasting models to work with stable

data, simplifying trend identification. However, in the case of Bitcoin, forecasting would function dif-

ferently. Bitcoin is influenced by a range of factors, including market speculation, regulatory news, and

macroeconomic events, leading to higher volatility and less predictable patterns compared to traditional

tech stocks. For this reason, forecasting Bitcoin has proven to be particularly challenging, as its price

is driven by a wide range of unpredictable factors. These factors make it difficult for forecasting models

to capture consistent patterns, resulting in larger errors and reduced accuracy compared to more stable

assets.

The performance of the ARIMA model can vary significantly depending on the characteristics of the

asset being analyzed and the time horizon of the forecast. When discussing ARIMA, these stocks IBM,

MSFT, and AAPL tend to perform better across most horizons compared to other assets. Nevertheless,

when considering the optimal frequency for ARIMA, based on the results obtained in the ARIMA –Tables

(1-9)–, it is important to note that while the model can indeed be applied to monthly data –Tables (7-9)–,

this frequency weakens the clarity of the data. A lower frequency can dilute the underlying patterns,

making it more challenging to capture significant trends over the long term. Instead, ARIMA tends to

perform better with higher-frequency data, such as daily or weekly observations –Tables (1-6)–.

On the other hand, the performance of the Prophet model could vary significantly depending on the

characteristics of the asset being analyzed and the forecast horizon. In the case of IBM, it tends to

perform better across most horizons compared to other assets. This can be attributed to its design,

which allows for more effective modeling of the specific characteristics of IBM’s time series –Tables (10-

17)–. Notably, Prophet’s ability to incorporate holiday effects and make adjustments to trends may

contribute to this improved performance. Another reason could be that, as a mature company, IBM

experiences less volatility, making it easier for Prophet to capture patterns and trends accurately. It is

important to mention that the forecasting times of the Prophet model are considerably higher compared

to those of other forecasting models. Although Prophet offers advantages in terms of flexibility and ease

of use, its computational cost in terms of time can be a limitation that analysts must consider when
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choosing a model for their time series. The results obtained indicate that the ARIMA –Tables (1-9)–

has outperformed Prophet –Tables (10-17)– in terms of prediction accuracy. This suggests that, while

Prophet provides interesting flexibility for handling seasonal components and trends, its performance

may not always be as robust as that of more traditional models, which, in this case, could be due to the

need for better hyperparameter tuning. However, despite these results, Prophet remains a valuable tool

for time series prediction. Its intuitive design enables users, even those with limited modeling knowledge,

to make effective forecasts.

However, deep learning models have demonstrated significantly superior performance –Tables (18-

26)– compared to ARIMA –Tables (1-9)– and Prophet –Tables (10-17)–. This improvement is reflected

in notably lower error metrics, indicating an advanced ability to predict asset prices, market trends, and

temporal fluctuations. Deep learning models have particularly excelled in making long-term predictions,

covering horizons and frequencies of 90 days –Table (19)–, 180 days –Table (20)–, 12 weeks –Table (22)–,

24 weeks –Table (23)–, 3 months –Table (25)–, and 6 months –Table (26)–. Firstly, these models can

capture the inherent complexity of financial markets, allowing them to consider multiple factors that

may influence prices, including economic events, political decisions, and changes in investor sentiment.

Additionally, their capacity to retain relevant information over extended periods, thanks to advanced

neural network architectures, enables them to identify seasonal patterns and long-term trends, essential

features in the financial domain. In terms of timing, Chronos-T5 stands out as the fastest in financial time

series analysis –Table (27)–. This efficiency is crucial in trading and financial analysis, where decisions

must be made swiftly in response to market changes.

As observed in the Tables (1-26), the Mean Squared Error (MSE) for BTC-USD is notably high, while

the Symmetric Mean Absolute Percentage Error (SMAPE) remains relatively low. This discrepancy can

be attributed to the unique nature of Bitcoin, characterized by high volatility and unpredictable price

fluctuations. The MSE is particularly sensitive to large errors, so significant price swings can cause it

to increase dramatically. In contrast, SMAPE is a percentage-based measure of error that offers a more

stable representation of forecast accuracy relative to BTC-USD’s price levels. This means that while the

MSE may reflect extreme variations in price, the SMAPE provides a clearer view of how well the model

is performing relative to the actual values.

Moreover, another point we would like to emphasize is that as the forecast horizon increases, the

SMAPE tends to rise, reflecting a decrease in the accuracy of forecasting models. This is due to increased

uncertainty, the accumulation of errors over time, the difficulty in predicting long-term seasonal patterns,

and the influence of unexpected factors such as economic changes or unforeseen events. Models face

greater challenges as they move further from the training period, which ultimately impacts the accuracy

of predictions. For this reason, the fact that we have achieved such promising results with deep learning

models, where we are able to maintain relatively low SMAPE even at higher forecast horizons, is highly

encouraging. Typically, as the forecast horizon increases, the accuracy of predictions tends to decrease,

as seen with models like ARIMA –Tables (1-9)– and Prophet –Tables (10-17)–. However, the ability of

deep learning models to maintain strong performance, even for long-term forecasts, suggests that these

models are effectively capturing underlying patterns and can be a valuable tool for future predictions.
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Following this, we would present the Table 28 and Table 29 showing the best model selection based

on forecast accuracy and timing between ARIMA, Prophet and deep learning models6.

Table 28: Best Model Selection by Forecast accuracy

Horizon AAPL MSFT GOOGL AMZN NVDA META IBM BTC-USD

1 Day Chronos-T5 (large) Chronos-T5 (large) Chronos-T5 (base) TiDE TiDE TiDE PatchTST/TiDE Chronos-T5 (base)

90 Days TiDE PatchTST PatchTST Chronos-T5 (base) PatchTST (base) Chronos-T5 (large) PatchTST Chronos-T5

180 Days PatchTST Chronos-T5 (large) Chronos-T5 (large) Chronos-T5 (large) TiDE Chronos-T5 (large) PatchTST Chronos-T5 (base)

1 Week Chronos-T5 (base) Chronos-T5 (base) PatchTST Chronos-T5 Chronos-T5 (large) PatchTST Chronos-T5 (base) TiDE

12 Weeks PatchTST PatchTST PatchTST PatchTST TiDE TiDE PatchTST PatchTST

24 Weeks PatchTST PatchTST PatchTST Chronos-T5 (base) PatchTST Chronos-T5 (base) PatchTST Chronos-T5(base)

1 Month TiDE TiDE Chronos-T5 (large) Chronos-T5 (large) TiDE Chronos-T5 (base) Chronos-T5 (base) PatchTST

3 Months TiDE Chronos-T5 (large) PatchTST Chronos-T5 (base) PatchTST PatchTST PatchTST Chronos-T5 (large)

6 Months PatchTST PatchTST PatchTST TiDE PatchTST PatchTST TiDE PatchTST

Table 29: Best Model Selection by Forecast Timing

Horizon AAPL MSFT GOOGL AMZN NVDA META IBM BTC-USD

1 Day Chronos-T5 (large) Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) ARIMA Chronos-T5 (base) Chronos-T5 (base)

90 Days ARIMA Chronos-T5 (base) ARIMA Chronos-T5 (base) Chronos-T5 (base) ARIMA Chronos-T5 (base) ARIMA

180 Days ARIMA Chronos-T5 (base) ARIMA Chronos-T5 (base) ARIMA ARIMA ARIMA ARIMA

1 Week PatchTST Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base)

12 Weeks Chronos-T5 (large) Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) ARIMA Chronos-T5 (base) Chronos-T5 (base)

24 Weeks PatchTST Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) ARIMA

1 Month ARIMA Chronos-T5 (base) ARIMA Chronos-T5 (base) Chronos-T5 (base) ARIMA Chronos-T5 (base) Chronos-T5 (base)

3 Months ARIMA Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (base) ARIMA ARIMA ARIMA

6 Months ARIMA Chronos-T5 (base) Chronos-T5 (base) Chronos-T5 (large) Chronos-T5 (base) Chronos-T5 (base) ARIMA ARIMA

In conclusion, we would like to express our reflections on this research. We have developed a strong

preference for deep learning forecasting models –Section (2.3)– due to their substantial advantages in

accuracy and their ability to capture intricate patterns within financial time series data. Although these

models can present certain challenges regarding implementation and hyperparameter tuning, the overall

benefits significantly surpass these hurdles. Among the models examined, Chronos-T5 –Section (2.3.3)–

stands out as particularly favorable. Its pretrained nature facilitates a more accessible programming

experience, thereby enhancing the efficiency of the development process. From a business perspective, we

would select Chronos-T5 for its ease of implementation, rapid forecasting capabilities, and notably faster

processing time compared to other models. This combination of effectiveness, speed, and user-friendliness

makes it an ideal choice for applications in financial analysis. However, for those who are familiar with

programming and have experience with deep learning models, PatchTST and TiDE, could also be viable

options, as observerd in Table (28). These models offer flexibility and customization for users with a

strong understanding of model optimization and deep learning techniques.

6If only Chronos-T5 is mentioned without specifying the model size, it indicates that both the large and base versions
perform well.
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APPENDIX

A Optuna: Code Structure

In this appendix, we present the following pseudocode for implementing hyperparameter optimization

using Optuna –Algorithm (1)–

Algorithm 1 Hyperparameter Optimization with Optuna

1: Import Optuna
2: Define Objective Function
3: function Objective(Trial)
4: hpi ← Suggest value for Hyperparameter i
5: Create model with (hp1, . . . , hpi)
6: Train and evaluate the model
7: return performance metric
8: end function
9: Create and Optimize Study

10: Initialize study with direction ‘‘minimize" or ‘‘maximize"
11: Execute optimization with objective function and specified number of trials
12: Retrieve Best Hyperparameters
13: best params← Best hyperparameter set found

A brief explanation of each component of the pseudocode is provided below:

1. Import Optuna: Import the Optuna library.

2. Define Objective Function: Create the “Objective” function that Optuna will optimize that,

in our case, it is the cross-validated forecasting with SMAPE evaluation metric. This function

performs the following steps:

• Suggesting Hyperparameter Values: For each forecasting model, the trial object recommends

a value for each hyperparameter.

• Model Creation: For each forecasting mode, we construct the forecasting model using the

suggested hyperparameters.

• Training and Evaluation: We train the model on the training dataset and evaluate its perfor-

mance on a validation dataset.

• Returning the Metric: The performance metric, in our case SMAPE, is returned to guide

Optuna in selecting subsequent hyperparameter values.

3. Create and Optimize Study: Configure and execute the optimization process:

• Initialize Study: We create a “study” for the objective function specifying the optimization

direction (that, in our case, is the minimum SMAPE).

• Execute Optimization: We run the optimization process by calling the “optimize” method with

the ‘Objective‘ function and the desired number of trials.
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4. Retrieve Best Hyperparameters: After completing the specified number of trials, we extract

the best set of hyperparameters found during the optimization process. These hyperparameters can

be used to train a final model with optimized performance with the (minimum) SMAPE.
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B Graphical Results of Forecasting Models

(a) Daily Prediction (h=1) (b) Daily Prediction (h=90)

(c) Daily Prediction (h=180) (d) Weekly Prediction (h=1)

(e) Weekly Prediction (h=12) (f) Weekly Prediction (h=24)

(g) Monthly Prediction (h=1) (h) Monthly Prediction (h=3)

(i) Monthly Prediction (h=6)

Figure 9: ARIMA prediction results at different horizons and frequencies.
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(a) Daily Prediction (h=90) (b) Daily Prediction (h=180)

(c) Weekly Prediction (h=1) (d) Weekly Prediction (h=12)

(e) Weekly Prediction (h=24) (f) Monthly Prediction (h=1)

(g) Monthly Prediction (h=3) (h) Monthly Prediction (h=6)

Figure 10: Prophet prediction results at different horizons and frequencies.
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(a) Daily Prediction (h=1) (b) Daily Prediction (h=90)

(c) Daily Prediction (h=180) (d) Weekly Prediction (h=1)

(e) Weekly Prediction (h=12) (f) Weekly Prediction (h=24)

(g) Monthly Prediction (h=1) (h) Monthly Prediction (h=3)

(i) Monthly Prediction (h=6)

Figure 11: PatchTST prediction results at different horizons and frequencies.
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(a) Daily Prediction (h=1) (b) Daily Prediction (h=90)

(c) Daily Prediction (h=180) (d) Weekly Prediction (h=1)

(e) Weekly Prediction (h=12) (f) Weekly Prediction (h=24)

(g) Monthly Prediction (h=1) (h) Monthly Prediction (h=3)

(i) Monthly Prediction (h=6)

Figure 12: TiDE prediction results at different horizons and frequencies.
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(a) Daily Prediction (h=1) (b) Daily Prediction (h=90)

(c) Daily Prediction (h=180) (d) Weekly Prediction (h=1)

(e) Weekly Prediction (h=12) (f) Weekly Prediction (h=24)

(g) Monthly Prediction (h=1) (h) Monthly Prediction (h=3)

(i) Monthly Prediction (h=6)

Figure 13: Chronos-T5 Base model predictions across various horizons and frequencies.
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(a) Daily Prediction (h=1) (b) Daily Prediction (h=90)

(c) Daily Prediction (h=180) (d) Weekly Prediction (h=1)

(e) Weekly Prediction (h=12) (f) Weekly Prediction (h=24)

(g) Monthly Prediction (h=1) (h) Monthly Prediction (h=3)

(i) Monthly Prediction (h=6)

Figure 14: Chronos-T5 Large model predictions across various horizons and frequencies.
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