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Abstract

Adaptive gradient methods such as AdaGrad, RMSProp, and Adam are the workhorses of modern deep learn-
ing. They adjust the learning rate by accumulating past gradients, introducing non-trivial memory effects.
While the discrete-time algorithms are well understood empirically, a rigorous theoretical comparison be-
tween them 1s less transparent. In this work, we derive continuous-time models for AdaGrad, RMSProp,
and Adam as first-order integro—differential equations (IDEs). These IDEs explicitly encode the memory
of past gradients through kernel functions, providing:

e a unified nonlocal dynamical systems viewpoint,
e Lyapunov-based stability and convergence analysis,
e a clear interpretation of how memory affects convergence rates.

We obtain exponential convergence guarantees in the convex setting, extend the analysis to nonconvex objec-
tives under PL/KL conditions, and validate the models numerically by comparing IDE trajectories with their
discrete counterparts.

Introduction

These methods accumulate gradient information through running sums or moving averages, effectively intro-
ducing memory into the dynamics. From a theoretical perspective, this makes their analysis more challenging
than plain gradient descent. Our main questions are:

* Can we approximate these discrete algorithms by continuous-time models?
 How does the memory structure influence convergence?
e Can we obtain rigorous rates under standard convex and nonconvex assumptions?

Our approach 1s to pass to a continuous-time limit and interpret adaptive methods as nonlocal dynamical
systems governed by integro—differential equations.

Problem Setup and Discrete Algorithms

We consider the minimization of a differentiable function

min f(0),

oeR"
where f may be nonconvex. Denote ¢;. = V f(6;.) and o € (0, 1] the learning rate.
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Discrete-to-Continuous Limit

We identify the discrete index &k with time ¢t = ak and consider the limit o — 0. Formally, if z;. &~ z(t),

Zep1 — 2R az(t) = zZt+a) = z(t)+az(t).

Integro-Differential Models for AdaGrad, RMSProp and Adam

In the continuous-time limit, we obtain first-order IDEs for the parameter trajectory 6(¢). First, define
g(t) = Vf(0(t)), then:
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Key viewpoint:
e All three methods become nonlocal first-order dynamical systems.

e Memory kernels K, determine how strongly and how far back past gradients influence the current update.

Convex Case: Stability and Exponential Rates

Assume:
e { 1s L-smooth and m-strongly convex,

* memory 1s encoded by a kernel K.
Main result (AdaGrad & RMSProp). Define the Lyapunov functional
1 2
L(t) = 5/0(t) — 67|,
where 0% is the unique minimizer. There exists an explicit ;g > 0 such that

[6() — 67|| < [|6(0) — 67]| e,

* The IDE trajectories converge exponentially to 6*.

* The (1 — )/« of the memory kernel directly affects p: heavier memory implies slower convergence.

Main result (Adam). Consider the state (6(t), m(t),v(t)) and ®(t) = f(6(t)) — f(0F). We construct the
Lyapunov functional
()

V(t) = () + ZTluMm[g](t)u?,

for a suitable parameter A1 > 0 and memory operator 1, associated with KA. Under mild regularity assump-
tions (L-smooth for f) and bounds on 7)(¢)/n(t), we obtain:

* /() is nonincreasing,
*f(t) — 0" ast — oo,
*m(t) and V f(6(t)) decay exponentially.

Nonconvex Regime and KL Analysis

Assume:
e f is bounded from below with compact sublevel set: Sy := {0 € R"™ | f(0) < f(6(0))},

e { satisfies a Polyak—t.ojasiewicz (PL) or Kurdyka—t.ojasiewicz (KL) inequality in the region of interest.

Consequences for the IDE dynamics:
|V f(O(t))] = 0ast — oo,

e trajectories converge to a critical point within their basin of attraction; when the minimizer 1s unique,
0(t) — 0*ast — oo

 the KL exponent o controls the rate:
—0 = %: exponential convergence,
—0 € (%, 1): polynomial rates,

-0 € |0, %) finite-time convergence.

Numerical Experiments

We compare the discrete- and continuous-time dynamics on these two toy models:
e a convex quadratic: f(6) = (6 — 4)?,
(92 —1)°.

-

» the nonconvex double-well: f(f) =

Observations:
 IDE trajectories closely track the discrete methods, especially for small .
» AdaGrad’s accumulated norm G(t¢) grows and saturates, reducing the effective step size.

* RMSProp and Adam exhibit exponential forgetting through their kernels, with v(¢) and m(t) approaching
steady states or decaying.

Theta values convergence trajectories
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First moment (m) trajectories
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Figure 1: Discrete vs. IDE trajectories and IDE vs. discrete dynamics for the first moment for the convex case.

Conclusions and Future Work

e Adaptive optimizers can be understood as nonlocal dynamical systems with explicit memory kernels.
e The continuous-time IDE viewpoint:

— unifies AdaGrad, RMSProp, and Adam under a common framework,
— clarifies how accumulation vs. forgetting affects convergence,
— yields exponential rates under convex and PL/KL conditions.

 Numerical experiments confirm that the IDE models reproduce the qualitative behavior of their discrete
counterparts.

Ongoing and future directions:
e nonlocal Lagrangian and Hamiltonian formulations for adaptive optimizers,

e connections with generalized Noether theorems for systems with memory.
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